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1. INTRODUCTION 

 

Representation is one of the fundaments of advanced cognition. A theory of the evolution of mind cannot 

be complete without an explanation of how cognition became representational. However, a clear explana-

tion seems to be missing. The issue is at the core of a long-running debate in AI. Proponents of a strongly 

representational view of mind have long criticized connectionist AI for its inability to account for the 

representational qualities of mind (Fodor & Pylyshyn 1988; Fodor & McLaughlin 1990; McLaughlin 

2009). The root of this inability lies in the fact that connectionists typically use an automated adaptation 

process (evolution or learning) to structure their AI systems (e.g. simulated evolution of a neural network), 

and somehow our approximations of natural adaptation processes do not seem inclined toward representa-

tional solutions. 

 If we believe that mind is representational, and that it is the product of adaptation processes, then the 

observation that our approximations of adaptation processes do not generally produce representational 

solutions poses a bit of a paradox. Some have reacted by questioning the idea that mind is representa-

tional (Brooks 1991), while Fodor and others have reacted by declaring adaptation-based connectionism 

unfit for modelling mind.
1
 We prefer the third way out: there is something wrong with the way current 

day AI employs adaptation. We believe that to resolve the paradox, the following question needs to be 

answered: What makes adaptation produce representation and representation-producing mechanisms? In 

this thesis, we will argue that the answer to this question may be adaptation, and show how this insight 

can inform computational approaches to representational cognition. 

 While the history of AI provides the clearest illustration the issue is by no means restricted to the 

field of AI. If evolution as we understand and model it does not produce representational cognition, then 

we are failing to understand something crucial about the origins of our own minds. 

 The core issues addressed in this thesis are the following: What does it take for representational cog-

nition to evolve? What sort of ingredients go into it? What sort of selection pressures bring it out? We 

approach these questions first theoretically and then computationally.  

 

What is mental representation? 

Mental representation (hereafter MR) is a vague term, and different authors give the term subtly different 

meanings. The vast majority of authors working on mind seem to share an intuition that there is such a 

thing as MR, and this shared intuition is itself vague. When we aim to explain something we only grasp 

with a vague intuition, it would be putting the cart in front of the horse to start our inquiry with a sharp 

                                                           
1
 To be precise, Fodor sees it as connectionism's sole task to explain how classical models of mind 

(symbol systems) can be implemented in neural architecture. In this view connectionism is supplementary 

to classicism, providing it with neural underpinnings instead of competing with it over explanatory terri-

tory. While it is possible to implement classical symbol systems as neural networks, adaptation-based 

approaches have shown ill-suited to this task. 
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definition. So rather than working from a sharp definition, I aim to identify an evolutionary process that 

can account for the existence of representational mechanisms that "fit" with our vague intuitions about 

MR. A clearer understanding (and maybe eventually even a clearer definition) of MR may then hopefully 

be derived from this evolutionary account. For now we adopt the following vague-but-intuitive notion of 

MR: 

 

Mental representation is the cognitive ability to model/simulate (aspects of) the outside world. 

 

For illustration, let us give two concrete examples of MR (we will look at both of these in more detail 

later on). "Cognitive maps" are a spatial form of MR. When we explore an area (say, a university campus), 

we store information about the layout of the area. Initially we need a map to navigate to specific locations, 

but after sufficient exploration we can find our way around without. In a very real sense, we now have a 

map of the area in our head. This is called a cognitive map. A map is a model (a spatial model of a part of 

the outside world, to be precise), so cognitive maps are a form of MR. 

 A second example of MR is "theory of mind" (ToM). When we socially interact with one another, 

we routinely attribute mental states (likes and dislikes, emotions, knowledge etc.) to each other, forming 

theories (models) of each others' minds. These models in turn we use to understand each other, and to 

guide our behaviours and attitudes toward one another. We can even use these models to mentally simu-

late how others are likely to act in a given situation as a means of predicting their behaviour, and planning 

our own. Examples of ToM usage abound. We use ToM when we see someone's facial expression, attrib-

ute them sadness, and try to cheer them up. We use ToM when we consider a friend's likes and dislikes in 

suggesting a destination for a daytrip. We use ToM when, lost on a campus, we spot some students, at-

tribute them cognitive maps, and ask for directions.  

 

Formats of representation 

Given the examples of representation given above, it should be clear that MR comes in widely different 

forms. Different forms or MR need not have anything in common beyond the (rather abstract) property of 

representing. Hence it seems misguided to presuppose that there should be a common "format" for repre-

sentation. A cognitive map could be claimed to be image-like, fitting with a pictorial view of mind. A 

mental representation of the mind of another individual (as seen in ToM), however, is less likely to take 

the form of an image. We do not, in general, perceive our own internal states in pictorial fashion, nor do 

we seem to represent other minds visually. In fact it seems hard to pinpoint in what format we represent 

other minds, but we feel nonetheless quite confident that we do represent them somehow. Representation 

appears to come in many formats, and we need not commit ourselves to any one format in particular (a 

stance that may frustrate philosophers, as there is and has long been much debate within philosophical 

circles about exactly this issue of the format of representation). Indeed, if different objects of representa-
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tion are represented in different formats, then to focus on one particular format would mean to surrender 

the generality of one's theory. 

 When we admit a plurality of formats, this raises the question of whether it makes sense to pursue a 

general theory of representation at all. If representation is in actuality a plurality of cognitive functions, 

then maybe we need a plurality of theories. If we aim to explain representation as adaptation, then the 

question becomes whether or not the feature that these cognitive functions share (the feature that make us 

place them in one and the same category) is the feature that bestows them evolutionary advantage. In 

other words, if representations of various sorts of things in various formats are adaptive for various rea-

sons then we need various explanations, but if representations of various sorts of things in various formats 

are adaptive by virtue of being representations, then a general explanation can exist. Such a theory should 

stipulate in abstract the conditions under which representation is adaptive. Specific theories could then be 

derived by plugging scenarios that meet these conditions into the general theory.  

 Even if such a general theory is be had, it will not cover all the details of specific cases. The attempt 

to provide a general theory should not be seen as an attempt to replace existing theories, but rather as an 

attempt to frame them. Consider for example the hotly-debated Language of Thought (LoT) hypothesis. 

Given our lack of commitment to any representational format in specific, we could hardly be counted as 

LoT proponents. However, a plurality of formats allows for the existence of language-like formats, and 

for language-like purposes such a format seems suitable and plausible. If we take a general evolutionary 

theory of representation, and plug in linguistic scenarios that meet the conditions for making representa-

tion adaptive, we may well arrive at something quite compatible with the LoT hypothesis (albeit more 

limited in scope than it is usually interpreted). 

 Before we can begin to lay out our own theory, we have a little groundwork to do. First off, our ap-

proach employs ideas from Herbert Spencer's mostly forgotten theory about the evolution of mind, so let 

us start with a brief discussion of the relevant parts of his view. 

 



 

2. CORRESPONDENCE AND REPRESENTATION 

 

Herbert Spencer (1855) viewed the evolution of both life and mind as a process of formation of ever more 

intricate "correspondence relations" between organism and environment. In his view, the "internal rela-

tions" comprising an organism correspond to the "external relations" comprising its evolutionary envi-

ronment. He never seems to give an explicit definition of correspondence, but provides numerous exam-

ples, and it's easy enough to think up more. The shape of an enzyme corresponds to the shape of its sub-

strate. The enzyme can act on its substrate because its shape fits on the shape of the substrate. Over the 

course of evolution, the enzyme has come to reflect the shape of a substrate. The enzyme corresponds to 

the substrate like a key corresponds to its lock. Just like evolution moulds the enzyme after the substrate, 

it moulds an evolving visual system after the luminous properties of the environment. Once a 

light-sensitive skin cells appears, we can identify correspondences between different light conditions and 

different activation states of those cells. Again, a feature of the environment "captured" in the organism. 

The "established differentiation in the environment is met by an established differentiation in the organ-

ism," Spencer writes. Hence correspondence is observed in the functional organization of the organism. 

Evolved to a high degree of speciality, we can see correspondence in fears of one's species' predators 

(Spencer offers the example of "the precautionary acts of a barn-door fowl on seeing a hawk hovering 

above"): here evolution has imprinted an image of sorts of the predator species onto the internal workings 

of the prey species. 

 Spencer's idea of correspondence between an internal X and an external Y sounds a lot like X being 

an adaptation with the function (or maybe even the proper function (Millikan 1984)) of handling Y. Cor-

respondence is teleology, or something quite like it. Spencer viewed evolution as the process of the cor-

respondence extending simultaneously "inwards and outwards," the organism assimilating ever more dis-

tal relations in ever more deeply embedded mechanisms. In this sense the assimilation proceeds in a di-

rection away from the "interface" (physical interactions) between the organism and the outside world, 

penetrating deeper and deeper into the underlying structures on both sides. Say that a species that has pre-

viously evolved light-sensitive skin patches now starts to distinguish different directions of the incoming 

light. This then makes it possible for the species to next assimilate the relations between light direction 

and danger, and thereby preferred direction of light. Or, what starts out as a primitive sense of taste (dif-

fering internal states corresponding to contact with different substances) can, via increase in sensitivity, 

evolve into a faculty of olfaction, detecting at a distance the presence of a substance by its trace presence 

in the surrounding medium. Now correspondences that initially required direct contact can be established 

at a distance. Every relation assimilated reveals new relations to assimilate. In early evolution, the rela-

tions captured are simple, direct, physical. Starting at those, Spencer traces the evolution of the corre-

spondence up to causal and temporally extended relations, and along the way the correspondence takes on 

increasingly cognitive flavours. Or as Spencer puts it, "we find ourselves passing without break from the 
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phenomena of bodily life to the phenomena of mental life". The sciences he viewed as producing the 

highest forms of (decidedly cognitive) correspondence attained so far, capturing relations at even cosmic 

distances in space and time, far removed from the direct physical correspondences life started out with. 

 We do not read much anymore about Spencer's account of the evolution of life and mind (but see 

Godfrey-Smith (1994, 1996, 2002)), and much of what his concept of correspondence does can be done 

as well or better by the concepts of teleological and proper functions.
2
 However, Spencer's concept is in 

some ways stronger (some would say too strong (Godfrey-Smith 1994)). The emphasis on alignment be-

tween the internal relations (cognition) and external relations (the environment) in particular is relevant if 

we hope to make evolutionary sense of mental representations as not just referring to the outside world 

but structurally reflecting the outside world. Also, we think the picture Spencer paints of the correspon-

dence as extending in a sense "symmetrically," in-and outward from the interface of direct physical inter-

action, has merit. We will not argue that Spencer's theory is quite correct or complete, but something can 

be learned from tracing the expansion of the correspondence into the mental domain, and seeing where 

the theory fails. 

 In case of the enzyme we see an environmental feature (the shape of the substrate) reflected quite 

directly in the evolved physical form, and when some behaviour-controlling internal feature of an organ-

ism has so direct a correspondence relation with a feature of the outside world, then we might be justified 

to call it a correspondence and consider the matter settled. However, in general it can be quite unclear 

what a given trait is an adaptation to. What are thumbs an adaptation to? We shall call this issue the fuzzy 

correspondence problem. 

 

Fuzzy correspondence 

The theory of evolution answers origin question previously "answered" by positing a creating god. Even 

now that we know better it remains tempting to anthropomorphize evolution as "searching" for "solu-

tions" to "problems". This can be misleading. Consider the following example: A subdermal layer of fat is 

useful under low temperatures. It's a common adaptation to cold environments. One might say it's a solu-

tion to the problem of coldness. However, there is a slight problem with calling it a solution to coldness. 

Certainly, a layer of fat helps to keep the body warm by isolating it. But it also gives an organism a 

rounder shape, reducing its surface to volume ratio and thereby its rate of heat dissipation, which also 

helps in keeping it warm. Moreover, a fat layer may function as an energy storage to help the organism 

through a long cold winter. In this sense, a layer of body fat is not one solution to the problem of coldness, 

but three solutions. If the fat layer also helps the organism stay afloat in the water, then it's simultaneously 

                                                           
2 Millikan's (1984) theory of proper functions explains how an item's proper function can (in 

theory) be derived from the evolutionary history of the item or of the device that produced 

the item. Applied to the function of representing, this theory can be used to explain how an 

item in a cognitive economy picks out a referent (how it comes to be "about" that referent). 

This provides a more precise way of relating representations to their objects than Spencer's 

concept of correspondence. 
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a solution to another problem too, making it four solutions to two problems. How should we view the 

relation between coldness and fat layer now? It is no mistake to think of a species' characteristics in terms 

of adaptations to challenges, but we should keep in mind how different the process of evolution really is 

from our own intelligent problem-solving. Evolution does not "see" individual problems and solutions 

like we do. Some individuals fare better than others, but any difference in performance has its evolution-

ary import only at the level of offspring counts. We humans, guided as well as constrained by our atten-

tional mechanisms, generally take a serial, one-problem-one-solution approach. Evolution randomly gen-

erates away and retains whatever traits do well, solving in a sense "holistically" and in parallel the envi-

ronment's constellation of challenges.  

 When it comes to physical characteristics, this many-to-many problem-solving approach does not 

pose much of a problem. Nothing requires a subdermal layer of fat to pick out a referent in the outside 

world. On a global level, we can say the evolved set of solutions corresponds to the set of problems the 

environment poses, but as we zoom in on specific characteristics and challenges, the term correspondence 

loses its applicability. This is acceptable for physical characteristics, but for cognitive constructs we do 

look for reference. When a cognitive characteristic constitutes four solutions to two problems, it is unclear 

how we should derive its meaning/referent from its function. This breakdown of correspondence is a 

problem that an evolutionary theory of mind must address, and a problem connectionist AI has been 

struggling with. Indeed the issue should sound familiar to any connectionist who has ever trained or 

evolved an artificial neural network (ANN) and then asked themselves "What does this neuron do?". If 

the neuron interfaces directly with the external world (i.e. it is an afferent or efferent neuron) then it will 

pick out its environmental target naturally, but in the case of interneurons one quickly runs into trouble. In 

general, the response patterns of individual neurons in an ANN do not pick out individual features of the 

environment in one-to-one fashion, but are often diffusely involved in the processing of many (possibly 

quite unrelated) features. In this sense, connectionist AI systems generally fail to reflect the deep structure 

of the task they are evolved or trained to solve. It is not in principle unheard of for connectionist AI to 

feature correspondence, but systems that do almost invariably have their representational format meticu-

lously set up by their programmers. This proves that correspondence can exist in neural systems, but not 

why it should. When we make our systems using simulated evolution, or forms of learning that are not 

already explicitly representational, then correspondence does in general not emerge. 

 This does not prove Spencer's theory wrong, but it does suggest that it is incomplete (Spencer fore-

saw complications in the coordination and integration of the higher forms of correspondence, and repeat-

edly notes how the highest forms are only observed in very select species, but does not provide an expla-

nation as to how it may have reached such heights). It is no given that correspondence remains specific as 

it extends from the domain of life into the domain of mind (or even as it extends within the domain of 

life). This is an issue for anyone who sees a role for correspondence or similar concepts in representation. 

A theory of the evolution of representational cognition needs an explanation of how natural evolution 
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escapes the fuzzy correspondence problem, and the main purpose of this work is to provide a candidate 

explanation. 

 We will get started on that shortly, but now that we have called the fuzzy correspondence problem a 

problem, some connectionists might object that many-to-many correspondence (a term literally encoun-

tered in various connectionist works) is not actually a problem but instead one of the central strengths of 

the connectionist approach. Connectionists like to call it distributed representation (Hinton et al. 1986). 

Let us take a moment to clarify how little the concept of distributed representation does to elucidate rep-

resentational cognition. 

 

Distributed Representation 

Say we are teaching a human child and a standard neural network basic arithmetic. Say we ask them to 

solve 5+3. Say both answer 7. We tell them that the correct answer is 8, and ask again. The human child 

(if in a cooperative mood) will now answer 8. The neural net will answer something along the lines of 

7.1536. A clear improvement over its previous answer indeed, but also a clear admission that it's doing 

something very different from the human child. The reason the net will not get to 8 before bedtime is that 

it learns via some form of gradient descent. Every step of its learning process, it will compute the differ-

ence between its current answer and the correct answer, and adjust its connection weights so as to reduce 

the size of this error. We can make it make the jump to zero error in a single update, but then any other 

knowledge stored in its connections weights will be heavily damaged (if not straight up forgotten).  

 It's illustrative to consider the meaning of the "learning parameter" found in such gradient descent 

learning algorithms. Usually denoted α and usually given a small positive value of 0.001 or so, the learn-

ing parameter controls the balance between learning new knowledge and retaining old knowledge. At a 

value of 1, new knowledge can be acquired in an instant, but it will be stored with no regard for the pres-

ervation of previously acquired knowledge, and consequently we cannot trust the net to know anything 

but the last thing we taught it. At a value of 0, we can trust it to remember everything it knows forever, 

but we can never teach it anything new. Can't we split α into two parameters? One controlling learning 

speed and one controlling knowledge retention? And set both of them to maximum? Fact of the matter is 

that we cannot. The way the neural net stores information inexorably puts learning and knowing at odds 

with one another. The reason for this is that the neural net has no choice in where to put new knowledge: 

it always puts it where it puts all its knowledge, which is to say everywhere. This is distributed represen-

tation, and it makes the sort of one-shot learning that we natural cognitions casually engage in all but im-

possible. Next to the net's gently incremental gradient descent, our learning is more like (adaptively) fal-

ling off a cliff. How does our knowledge survive that? It's worth noticing that in our little example here, 

not all of our knowledge survives the fall. The knowledge that 5+3=7 (and only the knowledge that 

5+3=7) is lost. As it should. How does this knowledge fare in the net? After learning once that 5+3 is not 

7 but 8, it thinks something closer to 8 than it did before, but still closer to 7 than to 8. The fact that the 
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knowledge that 5+3=7 shares its substrate with all of the net's other knowledge means that this knowledge 

cannot be selectively targeted for deletion or revision. Hence just like whatever other knowledge the net 

may have, the knowledge that 5+3=7 will survive mostly intact when the net learns that 5+3=8. 

 What this example brings out is that the net cannot index its knowledge: it cannot isolate a piece of 

knowledge from the background of its other knowledge. Hence it cannot identify a piece of knowledge 

for deletion or modification. The reason that we view the net's many-to-many (i.e. fuzzy) correspondence 

as a problem is not just that we cannot point to specific pieces of knowledge in the net; the net itself can-

not point to (i.e. index) specific pieces of its knowledge either. Given that this prevents it from keeping up 

with the learning child, it's clearly a problem to the net itself, too. 

 There are many related issues with knowledge representation in neural nets. Basic reasoning be-

comes very difficult if you cannot identify the necessary pieces of information within yourself (good luck 

getting from P and P→Q to Q if you cannot untangle P and P→Q from the rest of your knowledge). We 

will not go over the whole list of issues, but let it be said that in many ways, especially for the sort of 

computations that characterize advanced cognition, distributed representation is a problem. 

 Maybe there is some yet unidentified way to index distributed representations that can resolve this 

problem of indexability while retaining many-to-many correspondence at the neural level. However, even 

if there is, then whatever would be indexed as a specific piece of knowledge will stand in one-to-one cor-

respondence to the object of that knowledge (as it must be modifiable without damaging other knowl-

edge), on some functional level above the neural. We are not averse to the idea of solving the problem on 

a functional level above the neural. That would be fine too (to be precise, our issue is not with the pres-

ence of many-to-many correspondence but with the absence of one-to-one correspondence). However we 

see little reason why we should not simply pursue a solution on the neural level. 

 There is another reservation to voice about the concept of distributed representation, namely that 

under such use of the word "representation", almost any arbitrarily wired neural net will be "representa-

tional". Placing some activation pattern on the input neurons will lead to some activation pattern on the 

other neurons. Is this pattern a "representation" of the input? Is such causality enough to relate representa-

tion and represented? This is not a question we will concern ourselves with here, but in this thesis, when 

we use the term "representation" we mean something a little more involved, maybe best understood in 

contrast with purely reactive cognition (i.e. straightforwardly mapping stimuli to responses). Representa-

tional cognition, as we view it (and as it features in the examples given above), involves internal informa-

tion structures that "stand for" things in the outside world, in some sense or another, and are used as such 

by the system itself. It is not clear what distinguishes the distributed representations of a neural network 

from the activation patterns it happens to go through as it goes about its reactive business. Examples of 

neural nets using chunks of internal information as stand-ins for things in the outside world are hard to 

come by. Indeed, if a representation is only there when activated by the presence of its object, then it's 

there when and only when we have no need for a stand-in. Hence, if we use the term "representation" in 
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the sense of "stand-in", "model", or "simulation" of its object, then the distributed representations of con-

nectionism are not representations. 

 In summary, we have two reservations about distributed representation: 1) We think that its distrib-

utedness is more of a vice than a virtue, and 2) that its representationality is mostly in the eye of the be-

holder. Pushing distributed representation as a strength of the connectionist paradigm for modelling mind 

is selling a bug as a feature. 

 Lest anyone should mistake the above for opposition to connectionism, let us stress that nothing 

about our view on distributed representation is in conflict with the core principles of connectionism. In 

particular, parallel distributed processing is not incompatible with representational cognition, and repre-

sentationality does not imply that cognition must be sequential or language-like (see e.g. (Clark 1997) for 

a thorough dispelling of such misconceptions). We view the prevalence of distributed representation as an 

artefact of the way learning algorithms operate, and view those learning algorithms as inadequate for 

capturing natural learning. We think connectionism provides an excellent framework for studying repre-

sentation exactly because its systems can function with various degrees of correspondence (from the 

fuzziest non-correspondence to the sharpest one-to-one correspondence). This gives us the tools to inves-

tigate the circumstances under which correspondence emerges. 

 Lastly we should note here despite superficial similarities in some of the terminology, the line of 

research pursued here has little in common with "Deep Learning" (DL for short). DL is a subfield of ma-

chine learning that involves the learning of hierarchies of feature representations by neural networks. 

While the term "representation" features prominently in the jargon of DL, it is not used in the sense we 

are interested in. In DL, when we say that some feature detector network's weight vector represents X, we 

just mean that it reliably detects feature X. No isomorphism between the representation and the repre-

sented is implied or pursued, and there is no correspondence beyond what is explicitly imposed. Indeed 

DL's goals are quite different from ours. DL is essentially machine learning 2.0: By smart engineering, 

combining and improving existing learning techniques, and imposing hierarchical structure, DL is scaling 

up and speeding up our machine learning, to great practical use. DL is, however, not solving any phi-

losophical problems on the topic of mind. That's no knock against DL. It's simply not what DL is for. But 

unfortunately the jargon of DL (in particular its very loose use of the term representation) somewhat ob-

fuscates the issue we focus on (DL has not solved and is not solving the evolutionary origin of representa-

tional cognition), so we stress the fact that both our goals and our terminology are quite different from 

those of DL.
3
 

 With these remarks out of the way, we move on to our theory on the evolutionary origins of repre-

sentation. 

 

                                                           
3 One salient point of contact is worth mentioning though: DL algorithms undercut distrib-

uted representation by explicitly imposing hierarchical structure. 
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Correspondence & Correspondence 

We distinguish two types of correspondence relations, innate correspondence relations and acquired cor-

respondence relations. Innate correspondence (IC) pertains to innate traits. It includes things like the 

physical correspondence between enzyme and substrate, and between light and light-sensitive cells acti-

vation. Simply put, IC obtains between a trait and the aspect of the environment that that trait is an evolu-

tionary adaptation to. As Spencer envisioned, such correspondence may also obtain between part of the 

cognitive system and an aspect of the environment, as exemplified in innate fears of specific predators. 

Acquired Correspondence (AC), on the other hand, pertains to acquired traits. It obtains between a trait 

and the aspect of the environment that that trait is an acquired (e.g. learned) adaptation to. This covers 

phenomena such as cognitive maps and theory of mind, as well as the correspondences we establish by 

scientific enquiry. 

 The core of our project is to investigate what would lead to (1) evolution of specific correspondences 

in a species' innate cognitive machinery and (2) evolution of abilities to acquire specific correspondences 

via learning. We shall argue that both may be explained with one and the same principle, just operating at 

different levels of organization and different time-scales. 

 We do not aim to make overly precise claims about the relation between IC/AC and (mental) repre-

sentation, but we deem it likely that highly specific correspondence relations (at some organizational 

level) between parts of cognitive systems and parts of the environments underpin representational features 

of cognition, with IC and AC underlying innate and acquired representation, respectively. Below we dis-

cuss both, but tentatively reserve the term "mental representation" for acquired representation (an expla-

nation for this nomenclature is given in section 6). 



 

3. INNATE CORRESPONDENCE: THEORY 

 

Here we give a theory of the evolution of innate correspondence. 

We define behaviour (B ) as a mapping from stimuli (S ) to responses (R ): 

 

B: S → R ( 3-1)

 

We define learning (B' ) as a mapping from stimulus-behaviour pairs to behaviours, i.e. "stimulus-caused 

updates of behaviour": 

 

B': (S, B) → B = 

B': (S, S → R) → (S → R) 

 

( 3-2) 

 

This definition of learning is broad, including things one would not usually want to call learning. A blow 

to the head is a stimulus, and may cause a lasting change in behaviour via processes that bear little resem-

blance to learning processes. For our present purpose, however, it is enough that all learning processes 

fall under the definition. Note that any form of memory that affects behaviour, even very short term, is 

also included under this definition. This is intentional; we do indeed consider such effects a form of 

learning here. 

 We also define the environment (E ) as a mapping, one from responses to stimuli. An agent acts, and 

this (potentially) affects the subsequent stimulus it receives: 

 

E: R → S ( 3-3)

 

Note that an environment is much like an inverse behaviour (mapping responses to stimuli instead of 

stimuli to responses). And just as behaviour may change, so may the environment, either as a result of the 

agent's responses or spontaneously: 

 

E': (R, E) → E ( 3-4)

 

We have defined behaviour, learning and environment as mappings, but organisms and environments are 

physical objects, not mathematical objects. In order for these mappings to exist in the physical world they 

must have implementations. For each of the mappings defined above, we let its lowercase partner denote 

its implementation: b, b', e, e'. The relation between mappings and implementations is one-to-many: just 

as infinitely many programs may realize the same input-output relation, infinitely many implementations 

may realize the same stimulus-response mapping. Implementations e and e' should be understood as the 
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actual physical reality of the environment. The physical environment also determines the fitness effects of 

responses, but this information is not in general communicated to the organism. In reality, e and e' are 

generally not clearly distinguishable, but this is of little importance to our project. 

 Implementations b and b' are products of evolution, and as we said (theoretically) infinitely many 

options are available. We can expect evolution to favour those implementations that are execu-

tion-efficient, with respect to whatever resource restrictions the environment presents. A fast implementa-

tion if time is scarce, an "eco" implementation if energy is scarce, etc. As long as the mapping remains 

intact, evolution will cut whatever implementational corners it can (maybe even trading some deteriora-

tion of the mapping for a performance boost). As the history of connectionism illustrates, these conditions 

do not lead evolution towards representational solutions much, and indeed there is no reason to think it 

should. The goal criteria we have (making the right mapping and making it efficient) give direction to 

evolution, but nothing suggests that these are pointing towards correspondence (given the overhead rep-

resentational solutions carry, efficiency may well direct evolution away from it). The stimulus-response 

box remains pretty black. 

 Learning updates behaviour on a within-lifetime timescale, and evolution updates both behaviour 

and learning ability on an evolutionary timescale. Figure 3-1 gives a graphical representation of the proc-

esses involved. 

 

 

 

Figure 3-1. Selection for innate correspondence. Gray box: environment. Black box: 

cognition. Green arrows: update processes. D: environmental update processes. L: 

learning processes. Blue arrows: regular selection pressure. Pink arrow: "diagonal" 

selection pressure. Letters on selection pressure arrows indicate what is selected for: 

EE: execution-efficiency. UE: update-efficiency. B: behaviour function. b: implemen-

tation of behaviour function. B': learning function. b': implementation of learning 

function. E: environment function. e: implementation of environment function. E': 

environmental change function. e': implementation of environmental change function. 
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If the environment is dynamic in a sufficiently organized and predictable way as to make learning possi-

ble, then there is selection pressure on evolution of B'. Different implementations of B (i.e. different b) 

call for different implementations of B' (i.e. different b'). For example in the highly unnatural case that b 

would take the form of a table defining an output for each possible input independently, then b' would 

operate by rewriting entries of this table. So whether and how feasible evolution of B' is strongly depends 

on the architecture of b. If there is selection pressure on B', then mutations in b that are beneficial to B' are 

beneficial mutations (even if they have no effect whatsoever on B). As an extreme scenario, we could 

imagine B remaining stable while b evolves to facilitate B'. This possibility shows that there is a funda-

mental difference between selection for a specific mapping and selection for a specific implementation of 

that mapping. Evolution working on B alone does not care much about the precise architecture of b, but 

evolution working on B' does. This gives us a possible explanation for how there can be selection pres-

sure towards a specific b, without violating the "black box" intuition that b is hidden from the environ-

ment: as illustrated in Figure 3-1, selection for specific implementation structure arises inside the black 

box, as part of the selection pressure on B' "splits off" into selection pressure on B'-friendly b. We will 

call this type of selection pressure diagonal selection pressure (the reason for which should be clear from 

Figure 3-1). 

 B' constrains the structure of b, but we haven’t said anything yet about what sort of b is favoured by 

B'. We will claim that B' benefits most from b that are in some sense isomorphic with the environment. 

The basic idea is as follows: If the environment and (consequently) the optimal behaviour are static, then 

difference in the structure of their implementations poses no problem. But if the environment and (con-

sequently) the optimal behaviour may change (due to E' and B', respectively), then the more the structure 

of b and e differ, the harder it is for B' to update B in sync with E'. The implementations (e) of environ-

ments that cognition evolves in are composed of many distinct features (food sources, temperatures, other 

agents, spatial layouts, etc. etc.) that act and interact to give rise to E. Let’s call a change in one single 

feature a simple change. Simple changes in e often lead to complex changes in E : multiple input-output 

pairs change. Consequently a complex update of B is required. If b contains a feature that corresponds to 

the changed feature of e, in a functionally similar position, then the required complex change in B can be 

realized by a simple change in b. This makes B' quite feasible. If no such corresponding feature exists, a 

complex implementation update is required. In this case no straightforward relation exists between the 

environmental change and the appropriate behaviour change, making life difficult or infeasible for B'. So 

the organization that evolves in b to facilitate B' should in one form or another capture the variable fea-

tures of the environment along with their functional roles therein.
4
 

                                                           
4
 Programmers may recognize something in this: If one codes a program for handling a fixed set of 

input data on a specific device, one can go and gain performance by cutting corners: exploiting the pecu-

liarities of the data and device (common practice in early console game development). Such code gains 

efficiency at the cost of flexibility. On the other hand, code that needs to run on many different devices 
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 Note that we neither claim that B' is strictly impossible without correspondence relations between 

the features of e and b (the issue is practical, not mathematical, infeasibility of opti-

mal-yet-isomorphism-free b), nor that correspondence cannot occur in absence of B'. What we claim is 

that selection pressure on B' partially diverts into diagonal selection pressure on b to form correspondence 

relations with e, and that this "selection pressure conversion" is an organizing factor in the evolution of 

cognition, directing it towards representational solutions. Also, note that in general, not all of b receives 

this organizing influence. Innate behaviour that is impervious to modification by learning should not be 

affected. As such the theory here recuperates neither our intuitions nor Spencer's correspondence-based 

theory of the evolution of mind in full. However, the parts of b that are modifiable by learning seem quite 

central to advanced cognition, and the theory provides a candidate explanation of why these parts should 

be organized as they are. 

 To get a feel for how environmental dynamic selects for implementation structure, let us consider a 

simple pictorial example and a small programmatic example. 

 

 

Figure 3-2. Implementation and function of an environment and two behaviours.  

Under a static environment, correspondence-based implementation (y) has no  

advantage over other implementations (e.g. x). 

 

Pictorial example 

Figure 3-2 shows (rather arbitrary) images depicting an environment function (E) and (two instances of) 

the target behaviour function for this environment (B
x
 and B

y
). If it seems odd to depict functions like 

images, think of it as follows: the environment sends the organism stimuli in the form of coordinate pairs, 

and the organism reacts with one of two responses, say 0 or 1. The environment checks against its image 

whether the gray value at the location indicated by the stimulus is closer to black or to white. If closer to 

                                                                                                                                                                          

and/or may later have to be modified or expanded (possibly by a different programmer) is usually written 

with a fair bit of performance overhead, trading efficiency for modifiability. When mutation and selection 

are doing the programming, they will naturally take the former approach, unless forced to take the latter 

approach by environmental demands for modifiability. 
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black, the organism receives a reward for responding 0, and if closer to black for responding 1. This 

means that if we lay out the ideal responses for all stimuli in the form of an image, with 0 shown as black 

and 1 as white, we get the image given by B
x
 and B

y
. Figure 3-2 also gives the implementation structure 

(e) of E, and two possible implementation structures (b
x
 and b

y
) for B (cognitions x and y). Cognition x 

composes the target behaviour out of four square pieces, arranging them side. Cognition y composes the 

target behaviour out of three differently shaped pieces, overlaying them on one another. 

 If we ask whether x or y best realizes the target behaviour, the answer is that neither is better than the 

other; they implement the exact same function. In terms of execution efficiency, we may observe that if 

we add up the surfaces of all pieces, y has some overhead compared to x. The structure of cognition y 

reflects that of the environment, but there is no good reason why selection on the behaviour function 

alone should pick y from the infinite number of possible candidates. 

 Now let's say that this was just a snapshot, and that the environment is dynamic. Figure 3-3 is an ex-

tension of Figure 3-2, now marked with time indices (i and j). Between i and j, the environment has 

changed. The figure also adds another cognition (z). 

 

 

Figure 3-3. Under a dynamic environment, correspondence-based  

implementation (y) has the advantage. 

 

 We see that the component parts comprising the environment have shifted around a bit, leading the 

environment function to change, from Ei to Ej. Now we put ourselves in the shoes of x and y's learning 

ability and try to adapt B
x
 and B

y
 to this change. (To be accurate, we would have to do this on basis of 

reward information we receive response by response, without directly observing Ej). It shall be obvious 

that updating cognition y will be fairly straightforward. In the case of cognition x however, we cannot 

make the update while retaining the given implementation structure. We would need to cut the pieces into 



16 Innate correspondence: Theory 

 

pieces, and even so it would prove quite a challenge (note the change in overlap between the shapes). If 

we were learning ability, we would definitely have an easier time working with cognition y.  

 What gives the structure of cognition y the advantage is not that it is particularly suitable for imple-

menting Bi; x is just as good for that (if not better). It is also not that it is particularly suitable for imple-

menting Bj; z is just as good for that (if not better). The advantage of y is in the fact that it can match with 

minimal effort the way an environment with this structure changes. Hence its advantage only exists in the 

presence of learning ability. 

 Of course, there is one implementation structure that can match any environment without ever need-

ing to cut up a single piece. If we simply bring a big pile of loose pixels (call this cognition p for short), 

we can match any target without concerning ourselves about structure. This is true, but consider what 

happens to the search space, and recall that we should be doing our updating on basis of a thin trickle of 

reward information. While a learning system working with cognition y is searching the space of images 

composable of implementation y, a learning system working with the pixel pile would be searching the 

space of all possible images, a vastly larger space. The situation can be likened to a game of Battleship,
5
 

where player y knows about the number of ships and their sizes, players x and z have mistaken beliefs 

about the ships and their sizes, while player p has no knowledge of any sort whatsoever. Player p here 

represents team insight-free general-purpose behaviourist learning (home also to the error 

back-propagation algorithms mentioned above). 

 

Programmatic example 

 Hopefully the pictorial example made the argument a little more intuitive, but of course cognitions 

are not much like images. If anything, they are more like programs. Hence we now try a somewhat more 

abstract example, on snippets of pseudocode. 

 Consider the partial environment implementation e0 given below. It's a simple program that com-

putes the fitness score for a given response from the preceding stimulus (we don't need the part that com-

putes the next stimulus for the example, assume them to be randomly picked from the domain). We de-

note the stimulus and response both as bit-arrays: 

 

Stimulus: S[S1, S2, S3, S4, S5, S6, S7, S8] 

Response: R[R1, R2, R3] 

 

A notation like s[3] indicates the third bit in stimulus s.  

                                                           
5
 A classic pen and pencil game where players arrange a fleet of "battleships" (lines of various lengths) 

on a grid, without revealing the arrangement to their opponent, after which they take turns "firing shots" 

at cells in the opponent's grid, trying to sink the opponent's ships by hitting all the cells occupied by every 

ship. Players inform each other only about hits and sunk ships. 
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For convenience we use only a small stimulus domain: {00111001, 01101101, 10011010, 11100100} 

(natural environments generally provide only a fraction of the stimuli an organism is sensorily capable of 

perceiving, so this restriction is not unnatural). 

 

ei:  score = 0 

  p = 3 

  if (r[0] == s[p]) then score = score+1 

  if (r[1] == s[p+2]) then score = score+1 

  if (r[2] == s[p+4]) then score = score+1 

  return score 

 

(Operator == denotes equality test. Operator = denotes value assignment.) 

 

The structure of e is "hidden" to evolution. What evolution operates on are fitness scores, regardless of 

how those are "computed" by the environment. From implementation e0 we can derive the optimal be-

haviour (B0*). We show this target behaviour as a table that lists the optimal response (r*) for each 

stimulus on our small domain of stimuli. 

 

Bi*: s   r*  

  00111001 110 

  01101101 110 

  10011010 011 

  11100100 100 

 

We can implement this behaviour in infinitely many ways. We consider the following three implementa-

tions bx, by and bz: 

 

bx:  if (S == 00111001) then return [110] 

  if (S == 01101101) then return [110] 

  if (S == 10011010) then return [011] 

  if (S == 11110100) then return [100] 

 

by:  if (S[1] == 0) then return [110]  

  if (S[2] == 0) then return [011]  

  return [100] 
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bz:  q = 3 

  return [S[q] S[q+2] S[q+4]] 

 

Implementation bx works by simply linking each stimulus to the corresponding optimal response. This 

is inefficient: it checks all bits of the stimulus, and drops sequentially through a list of (S, R) couplings. 

Certainly, we can do better than that: there are plenty of corners to cut. Implementation by does just that, 

and consequently performs a whole lot better. It checks at most two bits of the stimulus, and often just 

one. It does not capture the structure of the environment at all, but it's compact, simple, highly execution 

efficient. An excellent candidate. Implementation bz actually captures the way the environment computes 

fitness scores. We might say that it captures the environmental structure, and that its q corresponds to the 

environment's p. But it always checks three bits, and additionally involves some arithmetic to decide 

which ones. Efficiency-wise, it's better than bx, but compared to by it's needlessly complicated. So the 

choice for by is easy. We have no reason to expect evolution of bz. 

 Now say that this environment is not static: the value of p may change occasionally. Say p changes 

from value 3 to value 2. We call the resulting environment ej: 

 

ej:  score = 0 

  p = 2 

  if (r[0] == s[p]) then score = score+1 

  if (r[1] == s[p+2]) then score = score+1 

  if (r[2] == s[p+4]) then score = score+1 

  return score 

 

This small change in e has a big impact on the optimal behaviour. We call the new optimal behaviour B j*: 

 

Bj*: s   r*   

  00101001 000 

  01101101 101 

  10011010 010 

  11110100 111 

 

Imagine being these organisms' learning systems (b'), trying to re-optimize b by tweaking its constituent 

parts. In the case of bx, we will have to tweak all the responses. Learning here is the search for the right r 

for each s. Not efficient, but it can be done (a trial and error search). In the case of by, we're going to have 

to replace all the responses, the indexes by which to check which response to return, and we will need a 

new line of code to add in an extra conditional (as Bj* features one more response than Bi* did). Learning 
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here is a major structural overhaul. In the case of bz, we just set q to 2 and we are done. Learning here is 

the search for the right value for q. Thanks to the correspondence between p and q we can meet a small 

change in e with a small change in b, even though the associated changes in E and B are large. So if 

changes like these are common in our environment, we may expect evolution to favour bz over by. 

 Of course, the correspondence need not always be that clean for quick adaptation to work. Consider 

this variant of bz: 

 

bw:  q = 7; 

  return [S[q-4] S[q-2] S[q]] 

 

Here the relation between q and p is not as clear cut: q takes different values from p, and we must set it to 

6 instead of 2 to make the behavioural adjustment discussed above. If p had featured in multiple roles in e 

(maybe in a multiplication somewhere), then bz might have outperformed bw, but in the present example it 

does not. The precision of correspondence is a matter of degree, and how much precision is called for will 

depend on the environment and its specific dynamics. 

 We have tested the theory on innate correspondence using a computational model in which agents 

controlled by neural networks are evolved (using a genetic algorithm, see e.g. Goldberg 1989) to learn a 

simple food collecting task (Arnold et al. 2011, 2013). The next section discusses this model and its re-

sults in detail. 



 

4. INNATE CORRESPONDENCE: EXPERIMENTAL WORK 

 

Our concept of correspondence is intentionally broad, as there may be a lot of variation in how 

corre-spondence might be realized. For assessing the results of a computational investigation, it helps to 

have some objectively verifiable predictions. If our theory is correct, then behaviour implementations 

evolved under selection for learning should distinguish themselves from implementations under no such 

pressure by 1) functional differentiation and 2) compactness. 

 

1) Functional differentiation: if distinct aspects of the environment are in some sense replicated in the 

implementation of behaviour, then we should expect to find functionally distinct substructures in that 

implementation. 

 

2) Compactness: if no updating of behaviour is required, then nothing keeps the implementation from 

spreading out over the available implementation substance. If updating is required, then correspondence 

helps to minimize the amount of physical change that needs to be made to realize the required updates. 

This should constrain distribution and promote a more focused implementation in which large, controlled 

behaviour updates can be made with minimal physical change. 

 

In assessing our results we will consider these measures in addition to our assessment of correspondence.  

 Although we evolve learning, we intentionally omit a reward-signal, forcing evolution of reinforce-

ment-free learning ability. The motivation for this choice is two-fold: First, it eliminates the risk of inad-

vertent dependence on reward muddying our results, necessitating instead a sensitivity to and capability 

of using the information the environment provides. This is where dependence on environmental structure, 

and hence selection for correspondence, can be expected to be most prominent. Second, it lets us show 

how evolved learning can solve a task that would leave standard reinforcement learning algorithms stuck 

at zero. 

 So how can we computationally capture evolution of such environment-specific learning ability? We 

have to start from scratch, with a mechanism for arbitrary behaviour change, and let it evolve into forms of 

learning ability that will use not reward information, but whatever available information it can find a use for. 

Examples of learning evolved from mechanisms for behaviour change are found in Todd and Miller 

(1991), Nolfi et al. (1994), Nolfi and Parisi (1996), Soltoggio et al. (2007, 2008), Robinson and Bulli-

naria (2009). Performance-wise, such systems do not yet compare favourably to conventional machine 

learning approaches. However, if the aim is to study evolution of cognition as it occurs in nature, we be-

lieve this approach to be the correct one. The next section explains our computational approach.  
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Computational model 

We start with a description of our baseline model, in which behaviour is shaped by evolution alone. In 

this model, no learning occurs (in the terminology of section 3, we evolve b in absence of selection pres-

sure on B'). Then we extend this baseline model (introducing selection for learning and a mechanism for 

neural plasticity) to create our main model in which the same behaviour as in the baseline model is ac-

quired via a combination of evolution and learning instead. We compare the networks evolved in these 

two models to see whether they show any differences that pertain to our hypothesis. 

 

Baseline Model 

A population of simple feed-forward neural networks was evolved to "catch" prey in a simple toroidal 

20x20 binary grid-world. The agent's body occupies one cell. Prey are represented by 2 adjacent 1-cells. 

To avoid ambiguity, two prey objects never occupy adjacent cells (for example a 2x2 block of 1-cells 

could equally well represent two vertically oriented prey or two horizontally oriented prey, so we prevent 

such ambiguous configurations from occurring). The environment always contains 40 prey. Interaction 

with prey is illustrated in Figure 4-1. Prey is "caught" by stepping on it from a suitable angle, yielding one 

fitness point. Stepping on it from a bad angle instead costs one fitness point. In either case, the prey dis-

appears and respawns outside the net's field of view. Prey is otherwise stationary. The species has a rep-

ertoire of 4 movement actions: step forward, jump forward, turn right, turn left. Turns are always 90 degrees. 

The jump action moves the organism forward by two cells instead of one, without touching the cell in 

between (so this action can be used to jump over prey when the step action would cause incorrect approach, 

and it is also generally the faster mode of movement). Each individual has its own private environment, so 

no interaction between individuals occurs. 

 

a.  b.  

Figure 4-1. Catching prey. Up is forward. The turquoise area indicates the 

field of view. (a) If prey is stepped or jumped on longitudinally, the organism 

gains one fitness point (the prey is caught and eaten). (b) If prey is stepped or 

jumped on laterally, the organism loses one fitness points (the prey injures 

the organism and flees). 
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The neural networks take as input the organism's field of view (turquoise area in Figure 4-1), taking the 

cell values as activation values for the input neurons (0 for vacant cells, 1 for occupied cells). The input 

layer additionally contains a bias neuron with its activation always set to 1.0, and a noise neuron with its 

activation set to a random value in [0, 1] at every time step (included to provide a source of randomness to 

drive exploratory behaviour, if such behaviour were to be selected for), making for a total of 39 input 

neurons. There is a hidden layer of 16 neurons, using the hyperbolic tangent activation function (activation 

range [-1, +1]). There are 4 output neurons, one for each action. At each time step, the action of the output 

neuron with the highest activation value is performed. Figure 4-2 outlines the network architecture. 

 

 

Figure 4-2. Network topology used in main 

model. Light-blue arrows are regular acti-

vatory connections (full connectivity). The 

purple arrow indicates modulatory connec-

tions (full connectivity). The dashed arrow 

indicates a copying operation with one step 

of lag (one-to-one connectivity, see text). 

The input, hidden & output neurons occur 

in both models, the echo and modulatory 

neurons are unique to the main model. 

 

Connection weights are evolved using a simple Genetic Algorithm. 10 Independent trials of the base-

line model were performed (i.e. 10 independent populations of networks were evolved), using the fol-

lowing settings: lifetime: 400 time steps, population size: 90, parent pool size: 40, elite group size: 10 

(parent pool and elite group are non-exclusive). Individuals in the elite group are copied unaltered to the 

next generation, individuals in the parent group produce two offspring each, to which mutation is applied. 

Mutation is single point. Selection is rank-based. To get a good spread of heavily and subtly mutated in-

dividuals, a genome to be mutated first gets a random mutation sensitivity value in the range [0.0, 0.0075]. 

This sensitivity value is then used as the mutation probability for every connection weight in the network. 

Mutation of a connection has a 0.75 probability of adding a random value from [-0.5, +0.5] to the connec-

tion weight and a 0.25 probability of resetting the connection to 0. Weights are clipped to the [-2, +2] range, 

and connection weights of the first generation are also randomly picked from this range. 

Unsurprisingly, the population quickly evolved the ability to approach prey correctly and scored high 

fitness ever after (Figure 4-3). In the next section we use these scores as a baseline for assessing the effi-

cacy of learning ability evolved in the main model. 

 



Innate correspondence: Experimental work 23 

 

 

Figure 4-3. Evolution 

process of baseline 

model. Averages over 

10 runs. Gray areas 

indicate standard de-

viation over the runs. 

Note the log scale on 

the x-axis. 

 

Main Model 

For the main model, we introduce an element of unpredictability in order to create selection pressure on 

learning ability, and we introduce a mechanism for behaviour change (not a learning algorithm) that can be 

evolved into the necessary learning ability. 

The unpredictability we use is randomization of the assignment of actions to output neurons. In the 

baseline model, this assignment is invariant over the population (e.g. for any individual, output neuron #1 

was assigned the "step" action, etc.). In the main model, the assignment is randomized for every new in-

dividual. Consequently, every individual first has to learn how to control itself before it can competently 

catch prey. In our terminology of section 3, this variation in output-action assignment is the environ-

mental dynamic E' that necessitates evolution of B', which should lead to incorporation of structural fea-

tures of e into b. 

This learning process could be driven by reward (the organism could experiment with various actions in 

various states and reinforce whatever yields reward), but as our aim is to evolve reinforcement-free learning 

ability, we explicitly block this possibility, as follows: we introduce a "learning phase" that takes place in a 

"learning environment", in which there is sensory input but no reward. Individuals first spend 800 time 

steps in this learning environment, and are then placed in the regular environment where their performance 

is assessed as in the baseline model. Learning is disabled during this performance phase, to guarantee that 

all learning takes place in the learning environment. 

In the learning environment there are no prey objects, but "toy" objects, which consist of a single 1-cell 

(to avoid ambiguity, toy objects never occupy adjacent cells). The learning environment is otherwise 

identical to the performance environment. Toy objects have no effect on fitness, but they provide sensory 

feedback when an organism performs an action. For example, when an organism takes a step forward, the 

positions of all objects within the field of view will be shifted down by one cell. Each action is associated 
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with such a characteristic transformation of the content of the field of view, so the environment provides 

the information necessary to overcome the randomization of the action-output assignment, but without 

offering any reinforcement to drive a reward-based learning process. 

Note that there is no target behaviour for the learning phase (since no fitness is awarded, any behaviour 

is as good as any other). Moreover, the states that will provide opportunities to score rewards never occur 

during the learning phase (as there are no prey objects in the learning environment). 

Here we evolve this unusual type of learning ability, using a modification of the neuromodulation 

concept of Soltoggio et al. (2007, 2008). The idea is to include special "modulatory" neurons in the network, 

that can dynamically alter the plasticity of the connections of the neurons they project to. These modulatory 

neurons mostly behave like regular neurons (they take input from regular neurons and apply their activation 

function like regular neurons), but instead of an activation signal they send out a modulation signal. Regular 

neurons sum the modulation signals they receive, apply their activation function, and then use the resulting 

value as their plasticity value for the present time step. This dynamic plasticity is then used as learning rate 

in an otherwise Hebbian weight update (Hebb 1949). This update rule captures the core concept of het-

erosynaptic plasticity as is known to underpin much learning ability in biological brains, albeit in highly 

simplified and abstracted form (biological neuromodulation comprises a collection of complex chemical 

processes modifying the way neural activation affects synapse strength). 

For the main model we added 6 of these modulatory neurons in the hidden layer of the network species 

used in the baseline model (Figure 4-2). These too use the hyperbolic tangent activation function. Since 

individuals must learn by observing how their actions transform the content of their field of view, some 

form of memory of the previous time step is necessary. We provide this memory by adding "echo neurons" 

to the input layer. These trivially copy the pattern of the regular input neurons, but with one time step of lag. 

To keep comparison with the baseline model fair, the echo neurons are only connected to the modulatory 

neurons (so they only serve learning, and do not directly influence action selection). Since weight updates 

only occur during the learning phase, neither the modulatory neurons nor the echo neurons have any in-

fluence whatsoever during the performance phase. In the terminology of section 3, the input, hidden and 

output neurons comprise b, while the echo and modulatory neurons comprise b'. The update rule for con-

nection weights is as follows: 

 

∆Wij = 0.01 ∙ mi ∙ ai ∙ aj  ( 4-1)

 

where Wij is the weight of the connection from neuron i to neuron j, mi is the modulation at neuron i, and ai 

is the activation of neuron i. Weights are again clipped to the range [-2,+2]. The update rule contains a 

multiplication by 0.01 to avoid excessively large sudden weight changes.
6
 Weights are updated after ob-

                                                           
6
 Although our later modelling efforts suggest that this is unnecessary (see sections 7 and 8). 
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servation of the state resulting from the chosen action. Note that since only the hidden neurons receive 

modulation, only the top layer connections are updated during the lifetime. 

We provide the learning process information on which action was performed using what can be thought 

of as mutual inhibition between output neurons: the activation of the output neuron whose action is per-

formed is set to 1, and the activation of the other output neurons is set to 0 (mutual inhibition was also 

applied in the baseline model, but serves no function there). 

 

 

Figure 4-4. Evolution 

process of main model. 

Averages over 10 runs. 

Gray areas indicate 

standard deviation over 

the runs. Note the log 

scale on the x-axis. 

 

We found that for connections exposed to learning, very small innate weights work best. These are hard 

to evolve with the mutation settings of the baseline model, so for these connections mutation strength and 

clipping range are divided by 200. All other connections use the same parameters as in the baseline model. 

The baseline model provides an upper limit for what the main model might achieve. The performance of 

the main model should approach that of the baseline model to the extent that the learning ability evolved in 

the main model can overcome the randomization of the action-output assignment.
7
 Figure 4-4 shows 

performance of the main model. Evolution in the main model is slower than in the baseline model, as is to 

be expected given the increased complexity of the task and the larger genotype. Once stabilized, generation 

best and generation average fitness values do not quite match those of the baseline model, but they get 

fairly close (±109 versus ±100 and ±87 versus ±65, respectively). The difference in genotype size accounts 

for part of the difference  in average performance (both models use the same range of per-connection 

mutation probabilities, and the networks in the main model have substantially more connections, so we 

                                                           
7
 The comparison we make might seem odd, since we varied two aspects (task and network type) instead 

of one. However, varying just one of these makes little sense: evolving nets without learning ability in an 

environment that requires it is not informative (average fitness remains stuck at around 5), and evolving 

nets with learning ability in an environment that does not require it is unlikely to produce interesting 

learning ability. The aspect we aim to vary is how behaviour is realized: by evolution alone or by evolu-

tion and learning together. Varying this aspect requires varying both task and network type. 
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should expect to find a larger proportion of dysfunctional mutants in the population). For comparison, 

evolving populations without learning ability under the randomization condition of the main model pro-

duces average fitness values of about 5 (results not shown). Considering that the main model's nets have 

just an 800 time step learning phase to wire up a solution from experience while the baseline model's nets 

benefit from 50000 generation of connection weight refinement, we can conclude that the evolved learning 

ability copes with the output-action assignment randomization fairly well. 

 

Network structure analysis 

The results discussed so far show that it is quite possible to evolve reinforcement-free learning ability using 

a neuromodulation approach. Next we discuss the effect of the need for learning on the neural organization 

of the networks, assessing whether or not evolution of learning ability lead to different neural organization, 

and whether their organization expresses any aspects of the environment. Figure 4-6 and Figure 4-7 show 

the connection patterns of the hidden neurons of the best individual of the last generation of each run for 

baseline and main model, respectively. The plot format is explained in Figure 4-5. Looking at Figure 4-6 

and Figure 4-7 we can note two differences. (1) In the main model, we see that many hidden neurons end up 

with uniform upward connections (visible in that the four columns showing upward connections of such 

neurons all take on the same colour). Given that actions are selected by picking the output neuron with the 

highest activation, we can conclude that these neurons are not functionally involved in action selection.
8
 

Neurons like these are rare or absent in the baseline model. (2) In the main model, we see a small number of 

connection patterns occur time and time again over multiple runs. While not absent in the baseline model, 

this tendency is notably stronger in the main model. 

Figure 4-8 shows the result of CT-clustering (Heyer et al. 1999) (modified to handle sign-symmetry, see 

Figure 8b) applied to the hidden neurons' connection patterns. We see that CT-clustering identified a 

conspicuous trio of clusters of seven neurons each. This trio of clusters reflects a single solution that 

evolved in 7 out of the 10 runs of the main model (runs 0, 1, 2, 3, 5, 7, and 8 in Figure 4-7). Two runs (4 

and 9) evolved another 3-neuron solution. The remaining run (6) was not stable at the time of termination 

and had traits of both solutions. Although similar connections patterns do occur in the baseline model (most 

notably connection pattern #4 of the main model is common in the baseline model as well), the variability 

in connection patterns is larger there (resulting in a larger number of clusters), and the tendency to evolve 

characteristic sets of neurons is weaker. Figure 4-9 gives an idealization and explanation of the solution 

highlighted in Figure 4-8. We can easily see how this triplet produces the behaviour the environment de-

mands. 

                                                           
8
 Since this observation could possibly be explainable as an effect of the relatively small number of 

modulatory neurons, we performed a small number of runs with 12 instead of 6 modulatory neurons (re-

sults not shown). These did not reveal a higher number of functionally involved neurons, suggesting that 

a small number of functionally involved neurons (i.e. a compact solution) is somehow advantageous. 
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Figure 4-5. Explanation of neural connectivity plots used in figures 9 and 10. (a) This plot shows the 

weights of all incoming and outgoing connections of a single hidden neuron. The bottom part shows 

weights of incoming connections (from input neurons), arranged after the positions in the field of 

view that the input neuron gets its input from (e.g. we see that this example neuron has a negative 

connection to the input neuron that perceives the state of the cell directly to the left of the organism 

and a positive connection to the input neuron that perceives the state of the cell two steps ahead of 

the organism). These weights are innately fixed in both models. In the main model, the outgoing 

connections (to output neurons, top part of plot) are subjected to learning. To plot these, we ran the 

individual with every possible output-action assignment (24 assignments in total), repeating each 

assignment 25 times. The connection weights shown (numbered rows) are averages over the 25 life-

times per assignment, and a global average over all assignments. For convenience, we arrange the 

weights of the outgoing connections not by output but by action of the output neuron the connection 

projects to (e.g. the first column shows strength of connection to the output neuron assigned to the 

"step" action, regardless of which output neuron that is under a given output-action assignment). 

In the baseline model the weights of all connections are constant over the lifetime and only a single 

output-action assignment exists, so in plots of baseline model networks there is only a genetic 

weight to show for each outgoing connection. The rightmost column of the top part shows the fit-

ness of the individual containing the neuron. In case of the main model, fitness is shown as average 

per assignment and as global average, like the connection weights. For the baseline model, we show 

a global average over the same number of lifetime runs used for the global averages of the main 

model, i.e. 24 x 25 = 600. Note that fitness columns are identical for all neurons from a single indi-

vidual. (b) Flipping the sign on all incoming and outgoing connections yields a functionally identical 

connection pattern. This symmetry was taken into account in further analysis. (c) Colour scales for 

connection weight and fitness value. 
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Figure 4-6 (above). Connectivity of hidden neurons 

in best individual of final generation for 10 runs of 

the baseline model. Each row of 16 neurons repre-

sents one such individual (see Figure 4-5a for ex-

planation of plot). 

 

 

 

 

Figure 4-7 (right). 

Connectivity of hidden 

neurons in best indi-

vidual of final genera-

tion for 10 runs of the 

main model. Each row 

of 16 neurons repre-

sents one individual 

(See Figure 4-5a for 

explanation of plot). 
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Figure 4-8. We pooled all neurons shown in Figure 4-6 and pooled all neurons shown in Figure 4-7, 

then applied CT-clustering (Heyer et al., 1999) to each pool in order to detect evolutionary trends 

over the different runs of the models. Clustering was performed on basis on the incoming connec-

tions only (as these are set by evolution only in both models). Each column shows one cluster of 

neurons. The pattern at the top of each column is an average over the downward connections of all 

neurons in the cluster. Below it are the upward connection patterns for each member neuron (for 

the main model, these are averages as shown in Figure 4-5a). Connection patterns were sign-flipped 

whenever this lead to smaller distance to cluster centre, to account for sign-symmetry (see Figure 

4-5b). (a) Result for baseline model. (b) Result for main model. The inset shows the triplet of neu-

rons identified as the common solution evolved in 7 of the 10 runs of the main model. This triplet 

alone suffices for adequate behaviour. 

 

How do these findings relate to our theory? We said that a species that needs to learn will tend to evolve 

solutions that are 1) more compact 2) show increased functional differentiation and 3) exploit environ-

mental regularities. That the solutions evolved in the main model are more compact than those of the 

baseline model is visible in the larger number of neurons that is not functionally involved in ac-

tion-selection. As for functional differentiation, we might have expected to see neurons specializing on a 

single specific action or situation, but the results here are clearly different. We see that functionally in-
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volved neurons in the main model specialize not on single actions, but on making specific distinctions 

required for correct action choice (caption Figure 4-9). This sharp role division between neurons, each 

handling a specific distinction, constitutes clear functional differentiation. The reason for specialization 

on distinctions becomes clear when we search for exploitation of environmental regularities. 

 

 

Figure 4-9. Idealization of the solution evolved in runs 0,1,2,3,5,7 & 8 of the main model. These 

patterns were named L (for Left turn), R (for Right turn) and SJ (for Step-or-Jump). Signs of the L 

pattern are flipped with respect to Figure 4-8. L and R detect horizontally oriented prey to the left 

and right, respectively, and promote the corresponding turn action when appropriate (by increas-

ing activation on the output neuron assigned the "turn left" action and lowering activation on all 

other output neurons). When moving neither right nor left, SJ assesses whether it is better to step 

or jump (by increasing activation on the output neuron assigned the preferred action, and lowering 

activation on the other). Connections coloured blue varied over different occurrences of the SJ 

neuron (they don't affect behaviour). 

 

The question whether the evolved neural networks exploit environmental regularities is more difficult to 

answer, but we believe the answer to be yes. Consider what happens during the learning process when any 

one of upward connections is established. When the L neuron of Figure 4-9 is negatively connected to the 

left-turn output neuron, then observation of horizontal prey to the left comes to promote leftward turns. 

Additionally, as a side-effect, vertically oriented prey straight ahead will come to inhibit leftward turns. 

These two effects are not a-priori related. That turning left is a bad idea when there is a prey straight ahead 

might seem trivial when phrased like this, but bear in mind that the spatial coherence of the environment is 

never explicitly given and that the output- action wiring is randomized. That this feature of the learning 

system is remarkable will be clearer when we phrase it from the nets’ point of view: 

 

That action a will favourably transform input vector P implies that action a will NOT favourably 

transform input vector Q. 
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This relation evidently does not hold in general. There are plenty of different input vector configurations 

that are all advantageously transformed by the same action. Of course in a spatially coherent environment, 

there will be many pairs of input vectors for which the above relation does hold (if P is an input vector 

representing horizontally oriented prey to the left and Q is an input vector representing prey straight ahead, 

the above relation holds for a = "turn left"), but we cannot a-priori identify them without reference to that 

environment’s spatial coherence. Similar arguments can be made for the R and SJ neurons. 

Similar arguments seem also applicable for the alternative solution that evolved in 2 runs. Given this 

solution’s low number of occurrences we cannot extract as clear an image from the data, and the instances 

we have seem more diffuse than the instances of the more common solution, but Figure 4-10 attempts to 

illustrate the basic mechanism. We see that control is similarly carved up into a small number of choices, 

but the choices implemented by two of the neurons (TF and LR in Figure 4-10) differ from the more 

common solution.   

 

Figure 4-10. Attempted idealization of thesolution evolved in runs 4 & 9 of the main model. These 

patterns were named TF (for Turn-or-Forward), LR (for Left-or-Right) and SJ (for Step-or-Jump). 

TF promotes the step and jump actions when there is vertically oriented prey straight ahead, and 

both turn actions when there is horizontally oriented prey to a side. SJ works as in Figure 4-9, as-

sessing whether it is better to step or jump, such that the correct forward action is picked in case 

TF selects forward movement. LR promotes leftward turns and inhibits right turns when there is 

horizontally oriented prey to the left and not to the right and vice versa, such that the correct turn 

direction is picked in case TF selects to make a turn. Blue connections may vary. 

 

By combining recognition of multiple situations into single neurons, the control systems evolved in the 

main model allow the networks to exploit structural aspects of the environment. Hence we see that when 

the species is forced to evolve learning ability, these aspects find their way into the implementation of 

behaviour. It is clear how exploitation of such relations benefit learning. It is also clear that a system 

without learning ability has little use for such relations. Thus their internalization depends on the need for 

learning ability, and is markedly more prominent in the main model than in the baseline model. This in turn 

can also explain why functionality becomes highly focused in a small number of neurons: in order to 
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weigh two action choices, the perceptual information pertaining to those choices must be brought together. 

These observations support our theory on innate correspondence.  

 



 

5. INNATE CORRESPONDENCE IN NATURE 

 That an effect as described here can be observed in a computational model is of course no guarantee 

that it plays any role of significance in nature (a criticism often levelled against another type of interaction 

between evolution and learning (Godfrey-Smith 2003; Downes 2003; see also Simpson 1953)). Where, if 

anywhere, could we recognize traces of this innate isomorphism in nature? We believe this is the type of 

representation that underlies "learning bias," the phenomenon that when a test subject is presented with 

different learning tasks that have the same form and difficulty in abstract but differ in the actual stimuli 

and responses involved, performance will often differ substantially between those tasks. Gould and Gould 

(1994) give the example that it is easy to teach a rat to press a lever to receive a food reward, and easy to 

teach a rat to jump to avoid electric shock, but nearly impossible to teach a rat to jump for a food reward 

or press a lever to avoid electric shock. The existence of such biases are unsurprising to modern day cog-

nitive scientists, but posed a major (if not lethal) problem for behaviourism: If, as hard-line behaviourists 

held, behaviour is acquired using blind innate general learning rules for connecting responses to stimuli, 

then the specific choice of stimuli and responses should make no difference to the success of a learning 

process. That they do make a difference undermines the basic assumption on which much of behaviour-

ism was built. Nowadays the existence of learning bias is well-known and accepted, but as what? As the 

terminology implies, we view these idiosyncrasies of learning ability as deviations from a general rule. 

Maybe this explains the limited attention paid to learning bias in philosophy. Why should we concern 

ourselves with such species-specific deviations when we don't even have a sharp image of the core learn-

ing rules that these deviations are deviations from? But this of course is just the behaviourist intuition, 

that at the core of the matter there is a general rule, in flimsy disguise. Real, natural learning abilities are 

domain-specific and idiosyncratic, not as a matter of bias with respect to some ideal, but as a matter of 

having evolved to meet the demands of the species' specific environment. The idiosyncrasies reflect the 

idiosyncrasies of the environment. Rat food just doesn't fly. Given a food reward signal, a rat brain may 

go over its recent responses and link it to what seems like a viable candidate for having caused it, and 

somehow, jumping does not qualify, while manual manipulations do. In this sense the causal relations of 

the rat's natural circumstances seem to have evolved their way into its innate learning abilities. This sug-

gests innate correspondence, and it tells us something about the architecture of the mind of the rat. 

 As an extreme example of learning bias in nature, we mention human language acquisition. Whether 

or not one subscribes to his principles and parameters framework, Chomsky (1959), and later the findings 

of developmental linguistics, have done away quite effectively with the behaviourist misconception that 

language is acquired with nothing but reinforcement-driven general learning rules. Insofar a given domain 

provides a sufficiently stable and uniform target, with enough uncertainty to require learning, we can ex-

pect learning biases to evolve that capture its regularities. We take no stance as to what extent this applies 

to human language, but insofar it does, the theory above would predict evolution of a framework of innate 
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correspondences that capture the basic structure of language. 

 The theory so far provides a partial solution to the fuzzy correspondence problem. Evolution can 

make innate correspondence, but the environment does have to select for it. The intuition that cognition is 

a black box to the environment is true at any given moment (any given stimulus-response exchange), but 

not over extended time when within-lifetime adaptation is involved. 

 So far we have focused on innate correspondence, but how about acquired correspondence? In the 

next sections we shift our focus (by one adaptation level), and discuss the evolution of mechanisms for 

within-lifetime acquisition of novel correspondences between a cognitive system and its environment. 

 



 

6. FROM INNATE CORRESPONDENCE TO ACQUIRED CORRESPONDENCE: THEORY 

 

We said that we view mental representation (MR) here as correspondence acquired via learning, that is, as 

correspondence produced by b' on a within-lifetime timescale from interaction between organism and 

environment. But as the perceptive reader will have noticed, b' falls outside the scope of the organizing 

influence of learning ability (as b' is itself not modified by b'). So the theory so far cannot capture MR. 

All we have so far is correspondence produced over the course of generations, by evolution.  

 But let's put that differently: we do have a mechanism for acquisition of correspondence, it's just that 

for explaining MR it operates on the wrong level: innate correspondence is acquired on the species-level, 

over the course of evolution. We want to make this process, of correspondence-acquisition, occur within 

each individual specimen instead. Luckily, for emergence of correspondence to occur, nothing much de-

pends on the precise nature of the adaptation processes involved. We can just replace the evolution proc-

ess (population-level adaptation) with a learning process (individual-level adaptation), and the learning 

process with, well, something else. Something that relates to learning as learning relates to evolution: if 

correspondence-based b emerges under selection for B', then correspondence-based b' should result from 

selection for B'': 

 

B'' : (S, B' ) → B' , i.e.:  

B'' : (S, (S, (S→R)) → (S→R)) → ((S, (S→R)) → (S→R)) 

 

( 6-1)

 

So what is B'' ? B'' is a cognitive function that updates learning ability (updates the function that updates 

behaviour). In other words, B'' is second order learning (or "meta-learning"). Selection for up-

date-efficiency of learning ability (i.e. modifiability of learning ability) should result in correspon-

dence-based learning ability, learning ability that operates by acquiring, on the fly, correspondence rela-

tions with the environment. This is really nothing more than a repetition of the argument for innate corre-

spondence, shifted by one level of adaptation: Just like selection for (first order) learning diverts into di-

agonal selection for correspondence in the object of modification of (first order) learning (i.e. behaviour), 

so does selection for second order learning divert into diagonal selection for correspondence in the object 

of modification of second order learning (i.e. first order learning). 

 Note that the interaction pattern suggested here now involves three levels of adaptation: evolution, 

learning, and second order learning. The evolution of second order learning guides the evolution of 

learning towards representational solutions. 

 This somewhat cryptic proposition is shown in abstract in Figure 6-1, but let us illustrate it with a 

concrete example. We will look at a well-known experiment designed to test for the ability to form and 

use "cognitive maps" (mental representations of spatial layouts). That is, the experiment is designed to 

expose the presence of acquired correspondence to an outside observer, by teasing out action choices that 
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cannot reasonably be explained without ascribing representational abilities to the test subject. "Outside 

observer" here would be the experimenter, but as action choice affects fitness, naturally occurring variants 

of the experiment expose representation ability to natural selection. Upfront, it might already be objected 

that such an experiment cannot exist. Strictly speaking, we indeed cannot infer representational structure 

from any sequence of actions. Yet intuitively, it is hard to imagine how the experimental task could be 

solved without a map-like representation. We show that the theory outlined above can reconcile fact and 

intuition: The action sequence that solves the task is proof not of representation, but of second order 

learning. Second order learning is theoretically possible but practically infeasible without correspondence, 

hence our intuition. 

 

 

Figure 6-1. Selection for correspondence acquisition. See caption Figure 3-1 for details. Note the 

diagonal selection pressure on b'. This pressure selects for correspondence-based learning ability. 

 

Tolman's detour maze 

In experimental psychology, MR ability in biological species has often been studied using Tolman’s de-

tour mazes (Tolman & Honzik 1930). These mazes have multiple paths (at least three) from their start to 

their goal, varying in length (see Figure 6-2). The shorter two paths join at some distance before the goal 

position. The experiment runs as follows: a rat is fed to satiation, then placed at the start of the maze. A 

food reward is placed at the goal position. The rat explores the maze, and eventually finds the food re-

ward, but, being satiated, does not eat it. After the rat has thoroughly explored the maze, it is taken out (of 

the maze). We call this the exploration phase. Later, once the rat is hungry, it is placed again at the start 

position in the maze. The rat will now typically try to run the shortest path to the goal position and eat the 

reward. We call this the exploitation phase. This shows latent learning ability, but can still be explained as 

highly adaptive learning bias (the rat may have acquired an action sequence or state-action mapping that 

takes it from start to goal, without representing the spatial structure of the maze). However, in this phase 

MR ability can be revealed by blocking the shortest path and observing the rat’s reaction. If the shortest 

path is blocked such that the medium path is still open (in Figure 6-2: blocked at a cell with only a green 

dot) then the rat would ideally choose the medium path. If the shortest path is blocked such that the me-
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dium path is blocked too (in Figure 6-2: blocked at a cell with both a green and an orange dot), then the 

long path is the correct choice. If the rat, upon encountering the blockage, backtracks to the start position 

and then (consistently over multiple trials) picks the new optimal path, then this taken as evidence of MR 

ability: If the rat had merely learned to solve the maze using an action sequence or state-action mapping, 

then finding one path blocked would tell it nothing about the viability of the other paths. So if it can pick 

the correct path right away, then it seems that it must also have grasped the spatial relations between the 

paths. That is, it seems that it must have a spatial representation of the maze. Note that we recognize MR 

here by the absence of trial-and-error: we would not ascribe MR ability to the rat if it would need to try 

the other two paths to figure out which choice is now optimal. 

 

 

Figure 6-2. (Randomly generated) detour mazes 

 

Second order learning in Tolman's detour maze 

Now we place the detour maze task in the theoretical framework introduced above. The maze task is 

composed of paths (or "accessible space", to be more precise), walls ("inaccessible space"), and a food 

reward. These are the aspects of e, implementing E. We see that a simple change in e (replacing one piece 

of accessible space with inaccessible space) leads to complex changes in E and consequently call for 

complex update of B (running a different path altogether). We also find ourselves strongly inclined to 

ascribe the ability to mentally represent spatial layouts to an animal if it can make this complex update of 

B in an instant (without further exploration) upon observing the blockage. We know that when we our-

selves update our behaviour in such manner, we do so using our mental representation abilities. We said 

that mental representation is a form of acquired correspondence. Our theoretical framework explains the 

evolution of correspondence-acquisition at b' as a consequence of evolution under selection for B''. Can 

we recognize B'' in the detour maze experiment? 

 When after blockage of the shortest path a rat infers the new optimal path without additional explo-

ration, we can view this inference as a split-second B' process: a stimulus (observation of the location of 

the blockage) produced a change in behaviour (the rat abandons the blocked path and switches to the new 
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optimal path). For B' to produce such a fast and effective and "context-sensitive" behaviour-update, B' 

itself must have been adapted to the maze (the update cannot be the result of fixed pre-existing learning 

ability, as the information in the observation alone does not suffice to explain the update without refer-

ence to the specific layout of this maze). The optimal update in behaviour has come to be causable by 

minimal information, and in this otherwise inexplicable efficiency of B', we observe the existence of a B'' 

process. 

 So what the outwardly observable behaviour of solving a detour maze shows us, strictly speaking, is 

not MR but second order learning. Why are we so inclined to ascribe MR when we observe B'' ? Because 

B'' calls for correspondence-based b', just like B' called for correspondence-based b in our discussion of 

innate correspondence. Maybe our intuition latches on to the feasibility argument more easily here, as 

now we are not talking about a function that updates a function, but about a function that updates a func-

tion that updates a function (the size of a tabular implementation would increase exponentially with up-

date order). 

 

Generalizing the link between mental representation and second order learning 

We noted that the lack of trial and error (exploration) after the rat encounters the blockage is crucial for 

us to ascribe the rat MR. This link between MR and trial and error has generality beyond the detour maze 

task, and necessarily runs via second order learning. If an organism performs all of its learning with fixed, 

innate learning ability, then the characteristics of the environment cannot be exploited to reduce trial and 

error. The innate learning function of the species (B' unaltered by B'' ) may have been optimized to the 

evolutionary environment over the course of evolution, but in order for the learning ability of an individ-

ual to be optimized on the fly to the specifics of its current environment (e.g. a specific detour maze), 

there must be some within-lifetime adaptation process working on it. An adaptation process working on 

learning itself is by definition a second order learning process. 

 We are not the first to suggest a deep link between second order learning and intelligent cognition. 

Approaching the issue from a different angle, Harlow (in his seminal paper on learning sets) already 

wrote: "[L]earning to learn transforms the organism from a creature that adapts to a changing environ-

ment by trial and error to one that adapts by seeming hypothesis and insight" (Harlow 1949). 

 The relation between second order learning and MR is a subtle one, so let us stress the following: 

We are not saying that MR "is" second order learning (whatever that would mean). We are saying that 

selection for second order learning partially diverts into diagonal selection for correspondence acquisition 

abilities. A species' ability to solve a second order learning task (like the detour maze) is strongly sugges-

tive of MR because it indicates that the species has evolved under exposure to selection for correspon-

dence acquisition abilities. 

 At this point it might be clear why we chose to reserve the term mental representation for acquired 

correspondence. At least in the examples we considered, the innate correspondences that we theorize to 
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underlie learning bias are likely opaque to the organism implementing them. The fact that, in a rat's natu-

ral environment, a manual manipulation is more likely than a jump to be the cause of food is expressed in 

the rat's learning ability, but we have little reason to ascribe the rat epistemic access to this fact. On the 

other hand, if we think of cognitive maps and other such acquired representations, then it's hard to see 

how they could serve their function without their host having epistemic access to them. The question 

whether this is a qualitative difference between innate and acquired correspondences or merely an artefact 

of our choice of examples is left for another occasion (hence the terminology should be considered tenta-

tive). 

 The view outlined above suggests a novel computational pathway into MR, which we discuss in the 

next section. 

 

Mental representation in connectionist AI 

Given that we have tasks that purportedly test for MR, and the ability to evolve neural networks to solve a 

plethora of tasks, it might surprise the outside observer to see that there aren't piles of papers on evolving 

solutions for these MR tasks. Why not just put a population of neural nets equipped with learning ability 

in an environment composed of detour mazes, and let them evolve until they can pull it off? Or for that 

matter, why doesn't the computational work that investigates representational properties of evolved or 

trained neural networks use these MR tasks? 

 Current day AI has what it takes to make evolution processes that make behaviour, and to make first 

order learning processes that make/modify behaviour. We also have some means of making evolution 

processes that make first order learning processes (as employed in section 4 above), although develop-

ment of such techniques does not seem to receive much attention. This does not suffice for evolving a 

detour maze solver. Most AI researchers probably intuit this, maybe some find out the hard way, but it's 

not surprising that there is little literature to be found on evolving detour maze solvers: we just don't have 

what it takes yet. So what is it that is missing in our AI toolbox? The general intuition is that to solve a 

detour maze, one needs insight, but what is meant by that remains vague. If our theory is correct, what we 

need is (to evolve) a second order learning process. We will not attempt to discuss how the concepts of 

second order learning and insight relate to one another, but let us note that by suggesting that the missing 

ingredient is second order learning we do not mean to deny that the missing ingredient is insight (a learn-

ing process may very well have thought-like qualities). 

 We have computationally investigated second order learning in detour mazes. As in our computa-

tional work on innate correspondence, we forwent general hand-crafted first order learning algorithms, 

letting B' evolve instead. And with no general hand-crafted second order learning algorithms to forego, 

we left B'' up to evolution as well. We will outline our experiments shortly, but first let us discuss what is 

required for evolution of B''. 
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Second order neural plasticity 

The neural basis of learning is neural plasticity. Given neural plasticity, learning ability can evolve, as 

happened in the experiment described in section 4. Would the neural basis of second order learning ability 

then be second order neural plasticity? What does that even mean? 

 In natural brains, the strength of synapses ("connection weights") are modified not by an external 

update algorithm (as is common in AI), but they change as a function of the activation levels of the neu-

rons they connect, modulated by various chemicals (neuromodulators). Release of neuromodulators is 

itself controlled by neural structures. Figure 6-3b gives a schematic representation of this concept. We 

may have a circuit that implements the current behaviour (b) and a circuit that controls the connection 

weight changes in that circuit (b' ). This is first order neural plasticity. With it, we can make a system that 

modifies its own behaviour in response to stimuli (not just responding differently to different stimuli, but 

permanently modifying its stimulus-response mapping in response to stimuli). That is, B'.  

 

 

Figure 6-3. Plasticity in neural circuits. Circuits receive stimuli (S) on their input neurons (I) and 

return responses (R) via their output neurons (O). A connection's plasticity is determined by the 

amount of modulation it receives. (a) Circuit with fixed behaviour (no plasticity). (b) Circuit with 

first order plasticity. The b' circuit controls modification of the b circuit. (c) Circuit with second 

order plasticity. The b'' circuit controls modification of the b' circuit. (d) Alternative second order 

plasticity circuit.
9
 

 

We can get to second order neural plasticity simply by adding another circuit that modifies the connection 

weights in the b' circuit (Figure 6-3c). Now we can make a system that can modify the way it modifies its 

behaviour in response to stimuli. That is, B''. Second order plasticity effects can also be achieved with 

serial plasticity loci, as illustrated in Figure 6-3d. 

                                                           
9
 To see how a circuit like this can produce second order change at the stimulus-response level, consider 

what happens with either b' circuit's ability to modify the behaviour when the other b' circuit sets the 

connection weight it controls to zero: the circuit loses its ability to modify behaviour. Hence modifica-

tions by either b' circuit can affect whether or not the other circuit can modify behaviour. By the same 

token more subtle second order plasticity effects are possible too. 
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 Neuromodulation-mediated connection weight change is not the only option for lasting behaviour 

modification. Connection "loops" that hold on to activation over time (as used in recurrent neural net-

works) can do the job too, and circuits with such loops too can be stacked to create second order update 

dynamics. In natural brains, neuromodulation-mediated connection weight change is associated with 

long-term memory and neural "echo" loops with short-term memory, but the distinction is not of impor-

tance here. 

 If our theoretical framework is correct, then availability of second order plasticity circuitry to an 

evolving neural system (i.e. existence in the search space of networks containing circuits with second 

order plasticity) is crucial to evolution of MR, and any successful solution must feature second order 

plasticity. As discussed above, MR makes B'' feasible, so selection for B'' points towards MR. But for that 

to happen, the species must be susceptible to selection for B'', and in order to be susceptible to selection 

for B'', it needs the possibility of second order neural plasticity circuitry. A possibility that is typically 

missing in AI systems.
10

 Again we discuss some computational work, in which this time we looked at 

what happens when we make second order plasticity available to a population of neural networks evolv-

ing in an environment containing detour mazes (Arnold et al. 2012a, 2012b). 

 

                                                           
10

 Take for example the error back-propagation algorithms. This is a class of algorithms that adjusts con-

nection weights so as to bring the output for a given input pattern closer to some target output for that 

input pattern. Algorithms of this class are also at the core of many implementations of Reinforcement 

Learning. In error back-propagation, the whole network acts as a single plasticity locus, all weight 

changes geared to modify behaviour, with no modification of the learning process itself. Can we stack 

error back-propagation to make second order learning? Maybe, but then still error back-propagation algo-

rithms require explicit examples (or, when embedded in a Reinforcement Learning context, an explicit 

reward signal). It's hard enough to argue that natural scenarios provide enough examples or reinforcement 

to drive first order learning (see section 2), let alone second order learning. 



 

 

7. SECOND ORDER LEARNING AND CORRESPONDENCE:  

  EXPERIMENTAL WORK ON SPATIAL REPRESENTATION 

 

Given that we said that MR is characterized by second order learning, and that second order learning de-

pends on second order neural plasticity, we see that our hypothesis makes two predictions.  

 

P1. In principle, the abilities that characterize mental representation ability can evolve from second or-

der neural plasticity.  

P2. It is impossible to evolve the abilities that characterize mental representation in a species restricted 

to first order neural plasticity. 

 

If true, Prediction 1 should be confirmable empirically by taking a suitable artificial species with second 

order plasticity, evolving it in an environment composed of tasks requiring mental representation, and 

observing whether it evolves to solve those tasks. Note that failure of such a species to evolve MR would 

not disconfirm our hypothesis: prediction 1 states merely a possibility, not a necessity. Prediction 2, on the 

other hand, cannot feasibly be confirmed empirically, as we would have to test every possible first order 

learning species. However, even a single counter-example against prediction 2 would disconfirm our hy-

pothesis, so any computational successes should be analyzed to verify that evolved solutions use at least 

second order plasticity. 

 

Model 

We test the hypothesis using a model in which neural nets with the basic elements for second order neural 

plasticity are evolved in an environment containing detour mazes. 

 

Environment 

The task environment is composed of detour mazes and various simpler maze tasks. An environment 

composed of detour mazes alone was found ineffective. This is unsurprising: the evaluation criteria of the 

detour task evaluate MR ability only, i.e. the ability to walk the correct path from a choice of paths after 

the preferred path has become blocked, but our species starts out unable to walk any path at all (the initial 

generations spend most of their time bumping into walls helplessly). Inclusion of simpler tasks facilitates 

evolution of the sub-skills necessary for the detour task. Each task has an exploration phase in which the 

agent should locate the target, and one or more exploitation phases in which it should run to target in as 

few steps as possible. The full set of tasks is as follows: 
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1. An open field. Here there are no walls (aside from the edges of the grid-world). The start position 

differs between exploration and exploitation phase. This task facilitates evolution of the ability to 

memorize a location by (geocentric) coordinates (a skill called "place learning" by Tolman 1948). 

Exploration time: 200 steps. 

2. A "maze" with just a single path from start to finish. Simply following the path leads to reward. This 

task facilitates evolution of the ability to walk a path. Exploration time: 100 steps. 

3. A "dark" version of task 2. Here no visual input (i.e. wall perception) is given during the exploitation 

phase. This task facilitates evolution of the ability to memorize a sequence of actions (the shape of 

the path). Exploration time: 100 steps. 

4. A two-path maze (one short path, one long path) with dynamic path-blocking. This task has three 

exploitation phases. In the first, the agent has to pick the short path. In the second, the short path is 

blocked. The agent is expected to try the short path, find it blocked, then backtrack and pick the long 

path. In the third, the agent should remember that the short path is blocked, and pick the long path 

straight away. Exploration time: 150 steps. 

5. Detour mazes, as described above. Here too there are three exploitation phases, handled just like in 

task 4, but now with the added difficulty of having to pick the correct path out of the two paths that 

remain after the short path is blocked. Each agent is evaluated in two detour mazes, one in which the 

medium path is the correct choice and one in which the long path is the correct choice. (Exposing 

each agent to both gives a more representative fitness signal than when this aspect is randomized. 

The same could be achieved by exposing each agent to a large number of detour mazes, but this gets 

computationally expensive. Agents are reset to their innate phenotype between tasks, so no inference 

about path choice can be made from prior tasks). Exploration time: 200 steps. 

 

Task 1 Tasks 2 and 3 Task 4 

   

Figure 7-1. Examples of (randomly generated) tasks used to facilitate evolution of sub-skills. 

 

Examples of tasks 1 to 4 are shown in Figure 7-1. Tasks 4 and 5 are further complicated by the presence 

of arbitrary dead ends. New mazes are generated continuously over the course of the experiments, to 
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avoid over-fitting to any given maze-set. In tasks 1, 2, 3 and 4, fitness is awarded for proximity to the 

target at the end of the exploitation phase, by the following fitness function: 

 

      
  

  

 

 

 
( 7-1)

 

where dt is the distance to the goal at the end of the exploitation phase, ds the distance from the start to the 

goal, and p a parameter controlling stringency of the fitness function, set to the experiments discussed 

here. The detour mazes have more stringent evaluation: only actually reaching the target yields a fitness 

reward (so fitness is 1 if the target is reached and 0 otherwise). This prevents a precarious fitness asym-

metry between erroneously picking the medium path and erroneously picking the long path. Fitness 

scores over from all tasks are summed to produce the individual’s total fitness score. 

 

Network species 

In the environment described above, a population of 100 neural networks is evolved, using a genetic al-

gorithm with mutation but no crossover. Both connection weights (as well as connection types, see be-

low) and network architecture are evolved. Our network species distinguishes itself from standard neural 

networks by the use of neural grid structures, neuromodulators, and neurotransmitters. We briefly de-

scribe these features here. 

 

Neural Grids. Informed by what’s known about the neurology of spatial representation (See Moser et al. 

2008, for a review), we let the genotype encode not only single neurons, but also neuron grids. We use 

square grids of three sizes: 1x1 (single neuron), 3x3, and WxW, where W is the size of the world (7 for 

our 7x7 world). Given the setup of the model, sizes larger than W offer no additional functionality (i.e. 

WxW is functionally equivalent to an infinite grid). 

 The nets have one 3x3 grid and a number of 1x1 grids receiving input. The 3x3 grid encodes for 

each of the four cardinal directions whether there is a wall in that direction (on the 4 neurons adjacent to 

the middle neuron). The 1x1 grids encode whether the current position is the start position, whether the 

current position is the goal position, and the current phase (exploration or exploitation). Additionally, 

there are input neurons for bias (always 1.0) and noise (random real numbers from [0,1]). Output is read 

from two 3x3 grids. From the four neurons corresponding to the cardinal directions, the one with the 

highest activation is selected, and movement in that direction is performed (if possible). One set is read 

during exploration and the other during exploitation (so that the nets can easily evolve specialized behav-

iour per phase). Connectivity is defined on two levels: inter-grid and intra-grid. 
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Inter-grid Connectivity. If the genotype defines a connection between two grids, then the phenotype 

gets uniform connectivity between the neurons in the two grids. If the grids are equal in size, connectivity 

is one-to-one, otherwise all-to-all. This leads to a highly symmetrical connectivity, which by itself would 

cause the activation within a grid to remain uniform and redundant. This symmetry is broken by our 

neurotransmitter logic. We label this neurotransmitter nt-B to distinguish it from our other 

neurotransmitter (see below). 

 There are two global nt-B values, nt-Bx and nt-By. These dynamically control (in two dimensions, 

as the neuron grids are 2D) which connection subsets of an all-to-all projection can transmit activation. 

When both are zero, then this set comprises connections linking corresponding neurons in the grids, rela-

tive to the grid centre (e.g. the centre neuron in the pre-synaptic grid to the centre neuron in the 

post-synaptic grid, the neuron left of the centre neuron in the pre-synaptic grid to the neuron left of the 

centre neuron in the post-synaptic grid, etc.). Non-zero nt-B values cause simple offsets, as illustrated in 

Fig. 4. Currently, nt-Bx and nt-By values are applied only on 7x7 grids and are hard-wired to reflect the 

agent's current x-coordinate and y-coordinate, so signal transfer can shift along with position in space. 

This makes it relatively easy for evolution to devise nets that store information in different locations in a 

grid depending on their own position in space: if a smaller grid projects to a larger grid, then the activa-

tion pattern on the smaller grid affects only a sub-region of the larger grid. We will call this sub-region 

the focal area of the smaller grid on the larger grid. Nt-B does not correspond directly to any biological 

neurotransmitter, but can be reduced to the species' biologically plausible neurotransmitter (see below) 

via a trivial network transformation (which, however, increases network size dramatically, so this trans-

formation is not performed). Inclusion of coordinates in the input is unnatural, but preliminary experi-

ments focusing on the place learning task (task 1) have shown it quite possible with our model to evolve 

agents that keep track of their own coordinates without these inputs. Cognitively interpreted, the coordi-

nates in the input and their linkage to the nt-B values make it fairly easy to evolve an innate sense of 

space as an extended medium in which movement predictably changes one's position. Construction of the 

ability to represent the volatile and non-uniform contents of space, however, is left to evolution. 

 

Figure 7-2. Neural grids and nt-B. (a) Genotype 

encoding a 3x3 grid, a 7x7 grid, and their connec-

tion. (b) The corresponding phenotype. The 3x3 

grid projects into the focal area of the 7x7 grid. 

The position of focal areas for projections into 

7x7 grids is dynamically controlled by the global 

neurotransmitter values nt-Bx and nt-By. This 

mechanism lets the nets conveniently allocate 

neurons and circuits to specific spatial locations. 
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Intra-grid Connectivity. As the neurons within a grid are not individually represented in the genotype, 

their connectivity is uniform. Two uniform intra-grid connection patterns are provided: neighbourhood 

connections (each neuron linking to its four neighbours, with innately identical connections) and reflexive 

connections (each neuron linking to itself). These connection patterns are illustrated in Figure 7-3. 

Neighbourhood connections allow for activation to diffuse over a grid. As neighbourhood connectivity 

leads to an abundance of loops, linear propagation order cannot be established, so instead we divide each 

time-step into smaller time-steps in which the activation pattern on grids with neighbourhood connectivity 

is updated iteratively. Reflexive connections allow for activation patterns to be retained over time (to be 

precise, a reflexive connection projects from a neuron to its future self, in the next time-step). Reflexive 

connections are a possible basis for learning, as retention of activation patterns allows acquired activation 

patterns to influence the behaviour indefinitely. Having multiple reflexive connections in a neural circuit 

allows for second order learning: if the activation pattern on some grid gx permanently affects the 

activation patterns on grid gy and the activation pattern on gy permanently affects the formation of the 

activation patterns on some grid gz, then gx has a second order effect on gz. Such second order effects 

provide a possible basis for second order learning. 

 

 Reflexive Neighbourhood Figure 7-3. Intra-grid connectivity.  

Grids can have two types of local connec-

tivity, neighbourhood connectivity and re-

flexive connectivity. These are treated as grid 

attributes (N and R) in the genotype. If a grid 

has a local connectivity attribute in the geno-

type, then the grid gets uniform intra-grid 

connectivity in the phenotype, as pictured (on 

a size 3 grid). Neighbourhood connectivity 

attributes on 1x1 grids is ignored. 
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Activation. Neurons compute their activation by simply summing their incoming activation signals and 

clipping to the [-1,+1] range, after which the resulting value is multiplied by the neuron’s 

neurotransmitter value (see below). Note that this activation is not differentiable. We don’t need it to be, 

as learning does not involve gradient descent in this model. 

 

Neuromodulation. We again adopt a variation on the neuromodulation concept from Soltoggio et al. 

(2008), in a more flexible implementation than we had in the previous model. Neuromodulation too 

allows for evolution of both first and second order learning. This model’s implementation works as 

follows: In addition to standard activatory connections, there are modulatory connections. If there is a 
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modulatory connection from neuron X to neuron Y, then activation of X causes modulation of Y. A 

neuron’s modulation value affects the weight updates of its connections. Weights of modulated 

connections are updated each time-step, using the following update rule: 

 

              
      

   
   

      
   

 ( 7-2)

 

where Ax is activation of neuron X and Mx is modulation of neuron X. Gr is a binary gene determining 

whether the previous value of the weight is included in the update. Gxa, Gya, Gxm and Gym are binary 

genes controlling for the corresponding pre- and post-synaptic activation and modulation values whether 

or not they affect connection weight updates. Connection weight values are clipped to the range [-1, +1]. 

Neuromodulation supports second order learning much like reflexive connections do: If there is a modu-

lated connection on the path from grid gx to grid gy, and a modulated connection on the path from grid gy 

to grid gz then gx can have a second order modulatory effect on gz. 

 Of course reflexive connections and modulatory connections can also be combined to form circuits 

with second order effects. As long as there are at least two points of lasting change on a path from input 

neurons to output neurons, there is potential for second order changes of the input-output mapping. 

 

Standard Neurotransmitter. The network species has one more special connection type, which 

transmits a very simple, biologically plausible neurotransmitter, which we label nt-A. As part of the 

activation function, each neuron multiplies its activation value with its nt-A value. Neurons have an nt-A 

bias value (genetically defined per group) of 0 (needs to receive positive transmission to be excitable) or 1 

(excitable by default, but propagation can be reduced or blocked by negative neurotransmission). 

Connections of this type only occur in between grids, not within grids. They can be susceptible to nt-B 

and/or neuromodulation, and have their own set of weight update rule genes. 

 

Evolution process 

A population of 100 individuals is evolved, using rank-based selection. Mutation applies to the genotype 

attributes shown in Table 7-1. Addition and removal of grids is handled implicitly: technically each net 

consists of 24 grids, but nets that do not lie on a circuit from an input grid to an output grid are deacti-

vated (i.e. effectively non-existent). Each grid can have up to 6 outgoing connections. Mutation of a con-

nection’s post-synaptic grid index has a 0.5 probability of yielding the value NONE, in which case the 

connection is deactivated. The goal of the experiment is to see whether successful maze-solvers manage 

to evolve at all, and if they do whether they do so using second order plasticity, as this result would pro-

vide proof on concept for our theory. Hence rather than performing a set number of trials for a set number 

of generations, we let trials run on as long as they seemed to be making progress. This does not allow for 
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meaningful measurement of success rates, though in our experience the settings above yield successful 

evolution of maze-solvers in over half our trials, given enough time. 

 

Table 7-1. Attributes of genotype and phenotype. Phenotype connections inherit 

genotype connection attributes. In the genotype, local and reflexive intra-grid 

connectivity is given as NONE (absence) or a weight value (the innate weight of 

the connections). Note that every connection has its own set of update rule genes. 

  Attribute Symbol Range 

Genotype Neuron 

grid 

Size S {1, 3, 7} 

Reflexive  

connectivity 
R NONE ∪[-1,+1] 

Neighbourhood 

connectivity 
N NONE ∪[-1,+1] 

Connection Type T {act, mod, nt-A} 

Innate weight W
g
 [-1, +1] 

Update rule 

Gr 

Gxa 

Gya Gxm Gym 

{0, 1} 

Post-synaptic 

grid index 
O NONE ∪[0, 24] 

Phenotype Neuron 

 

Activation A [-1, +1] 

Modulation M [-1, +1] 

Transmitter 

(nt-A) 
N [0, +1] 

Connection Weight W [-1, +1] 

 

Results and discussion 

The model is computationally expensive, and as noted not all runs produce successful maze solvers, but 

the model does manage to produce networks with near-optimal performance on all our maze tasks, in-

cluding the our detour mazes. For our purpose, two aspects of the evolved networks are of particular in-

terest: 1) whether or not they crucially rely on at least second order plasticity circuits, and 2) whether the 

way the nets solve the maze can be deemed representational in one way or another (i.e. whether the acti-

vation or weight patterns acquire any recognizable isomorphism with the maze being explored). We 

briefly discuss these points for one of the evolved solutions (Fig. 5). The performance of this network in 

detour mazes is 98% of the theoretical maximum (measured over 4000 maze trials). Observed failures are 

often the result of incomplete exploration. 
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 Plasticity loci are found at numerous places in the network, but the functionally important ones ap-

pear in the grids marked M2 and M3 in Figure 7-4. Grid D3 contains a (diffused) copy of the visual input 

pattern, and forwards this activation pattern via an nt-B controlled projection to M2. M2 uses retention to 

store the received activation patterns in spatially coherent fashion, forming an image of the maze with 

positive activation representing accessible positions and zero-activation representing walls. When a 

blockage is encountered, the negative activation of the D3 neuron for the direction where the blockage is 

seen knocks out the positive activation on the blockage-position in M2, effectively deleting that position 

from the image of the maze (the position of the blockage distinguishes itself from other inaccessible posi-

tions by its slightly negative value). The image in M2 is used to modify activation flow in M3. 

 Internally, M3 has positive neighbourhood connections and reflexive connections, however, it has an 

nt-A bias of zero, meaning that neurons can only activate if they receive positive nt-A from another grid. 

M2 has a 1:1 nt-A projection to M3, so the nt-A values on M3 replicate the activation on M2, which in 

turn replicates the maze layout. The result is that activation diffusion on M3 follows the shape of the 

maze. Reflexive connections on M3 are innately positive, but sensitive to modulation. At the focal posi-

tion, modulation is received from a bias neuron, and activation from the reward neuron. The evolved up-

date rule for this connection is absolute (i.e. Gr = 0) and takes into account modulation and activation of 

both the pre- and post-synaptic neuron (though in this case the pre- and post-synaptic neuron coincide, as 

the modulated connection is reflexive). When the reward neuron has is inactive, the result of modulation 

is that the reflexive connection's weight is set to zero. When the reward neuron is active, positivity of the 

reflexive connection is retained, and activation inserted at the focal position. The retained positive reflex-

ive connection then ensures that at the neuron at this position retains this activation over time (though it 

drops off slowly), and the neighbourhood connections let it diffuse over the grid, following the shape of 

the maze. Note that, as the reward position is the only neuron that retains activation over time, the gradi-

ent is effectively recomputed every time-step. Consequently, when the activation pattern on M2 changes 

(e.g. when a blockage is detected), diffusion flow is instantly rerouted in accordance with the changed 

maze layout. The output for exploitation simply reads out the local gradient on its focal area within M3. 

Optimal choice of path then follows naturally. 

 What order is this circuit's plasticity, and could it be reduced to 1st order? If we focus on M2 and M3, 

then we see with three crucial plasticity loci: retention on M2, retention on M3, and modulation on M3. 

The latter two might be deemed an ambiguous case, with modulation working on reflexive connections. If 

we consider those a single locus then we are left with two loci. Can we go down to one? No: the func-

tionality of M2 and M3 is not collapsible. For instant adaptation to a layout change, it is crucial that M3 

regenerates its activation pattern from scratch every time-step, remembering only the reward position. M2 

on the other hand, must hold on to its content over time, because the limits of the net's perception imply 

that its information can only be gathered in bits and pieces. We conclude that this particular solution re-

lies crucially on second or higher order neural plasticity. 
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Figure 7-4. An evolved solution. Connections run downward. Functionally irrelevant neurons are 

removed. D1: visual input. b: bias. n: noise. r: reward (active when the current location is the goal 

location). h: home (active when current location is the start location). act0: exploration phase out-

put. act1: exploitation phase output. Greyed-out connections have their transmission blocked on 

this time-step by nt-B mismatch between their pre- and post-synaptic neurons. Snapshot of network 

state right after observing the blockage in the exploitation phase of a detour maze task (shown in 

inset). Activation patterns on grids M1 & M2 can be seen to encode the maze layout, but note that 

the blockage is only correctly reflected in M2. M3 encodes, at low activation, a gradient over the 

paths encoded on M2. Output grid act1 reads the activation pattern from its focal area in M3, 

causing the agent to climb up the gradient during the exploitation phase. 
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As for the question of whether the solution is representational, we can conclude that the evolved approach 

clearly employs isomorphism: The maze layout is replicated in the activity patterns of M2 and M3 (as 

well as M1, although M1's activation pattern does not update in response to observation of a blockage). 

This solution may be deemed representational. 

 Different runs of the model produce different solutions. We have for example seen solutions where 

neuromodulation is used to encode the maze layout in the weights of neighbourhood connections on a 7x7 

grid. However, all solutions we have seen employ circuits with at least second order plasticity and express 

the layout of the maze in connection weights and/or activation patterns. These results provide support for 

our theory on acquired correspondence. 

 



 

 

8. SECOND ORDER LEARNING AND CORRESPONDENCE:  

  EXPERIMENTAL WORK ON SOCIAL REPRESENTATION 

 

Next we try our hand at modelling a simple form of social MR (Arnold et al. 2013, 2014). This model 

supplements the support provided by the spatial model in three ways. First, it is intended to test the gen-

erality of the theory, by applying it to a very different type of MR. Second, it is set up to provide support 

in the "opposite" direction: While the spatial model takes a task that we intuitively feel calls for MR, and 

shows that this leads evolution to employ second order learning, the next model starts with a task set up to 

require second order learning (using sequences of learning processes with exploitable interdependencies), 

and shows that this lead evolution to MR. While the spatial model used network architecture designed to 

facilitate representational solutions (grids and nt-B), the networks here have no such features. As such this 

model lets us observe whether selection for second order learning leads to emergence of MR in a com-

pletely "correspondence-neutral" architecture. Third, in this work we have put first and second order 

learning side by side. We set up two sets of experiments, with nearly identical tasks save for a small 

tweak. This tweak makes the difference between first and second order learning, so we can observe what 

the presence of absence of selection for second order learning does in otherwise identical settings. This 

lets us unambiguously attribute any representational abilities that arise exclusively in the second order 

learning experiments to selection for second order learning. 

 We use the term "social MR" here, as that best captures what we aim to investigate. That said, the 

model developed here can be viewed as a model of a simple (non-recursive) form of theory of mind 

(ToM). There has been some computational work on ToM in the field of artificial life (Takano et al. 

2005; Takano & Arita 2006; Kanai & Arita 2008; Noble et al. 2010; Minoya & Arita 2011), but most of it 

has focused on the evolution of recursion level. The ability to represent other minds is generally as-

sumed.(a format for knowledge about other agents is given). Few or none have tried to take on the project 

of evolving this representational ability from scratch. This dearth of bottom-up work on ToM is illustra-

tive of the problem that we just do not know how to evolve representation. ToM as it is conceptualized is 

fundamentally representational. Without a strategy for evolving the prerequisite representational abilities, 

the bottom-up computational study of ToM remains stuck at the starting line. Given its reliance on repre-

sentation, ToM should provide an excellent testing ground for our theory on evolution of MR. 

 

Model concept 

Again, we let a population of neural network agents evolve, but this time, the task is a social one. Agents 

interact in pairs. During its lifetime, each agent is part of multiple pairings. In each pair, there is a fixed 

role division: one agent (A0) acts at zero-order ToM, meaning it ignores the other agent and simply reacts 

on basis of the state of the environment and its own mental state, and the other agent (A1) acts at 

first-order ToM, meaning it tries to predict the behaviour of A0 agent. In a richer model, the A1 agent 
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would be tasked with acting in anticipation of A0’s behaviour, but for simplicity we limit ourselves here 

to prediction only (generally speaking, to act in anticipation of an action, one needs at least an implicit 

prediction of that action).  

 Our model is not intended to capture any specific social interaction scenario in particular. Instead we 

take a more abstract approach, in which the logic that determines the fitness payoff for performing a 

given action in a given state is generated randomly (within certain restrictions). The idea is that if arbi-

trary scenarios can be handled successfully, then the model has generality. Thus there is no concrete in-

teraction scenario to speak of, there are merely environmental states, mental states, actions, and a ran-

domly generated base logic that relates these elements. 

 

Environmental state: An integer, from the range [0...Ne], with Ne set to 6 in the experiments shown here. 

The environmental state is shared between interacting agents (i.e. both agents see the same state). The 

environmental state changes every time-step. 

  

Mental state (abbreviated as mst below): bit-string of length Nm (set to 4 in the experiments discussed in 

this thesis). In the A0 role, the agent has a private mental state, invisible to its interaction partner. De-

pending on the experiment, mental states remain constant over the course of the interaction of an agent 

pair or change gradually (more on that shortly). 

 

Action: An integer, from the range [0...Na], with Na set to 4 in the experiments discussed in this thesis). At 

each time-step, each agent outputs an action. 

 

Base logic: generates the optimal A0 action choice for each (environmental state, mental state) pair. The 

base logic abstractly represents social scenarios. 

 

There is an explicit environment in the form of the environmental state integer, but we should stress that 

this will not be the object of representation here (being a single integer, there is little to represent about it, 

anyway). For the terminology from the theoretical sections to apply here, we should observe that A0 is 

part of A1's environment. The environment at the focus of our interest here is the social environment. The 

object with internal structure worth representing will be the partner agent, not the environmental state 

integer. 

 

Agent interaction 

Each interaction sessions spans a number of steps. Figure 8-1 shows the information flow within a single 

step, and Table 8-1 gives the event order. The structure of an individual step is the same regardless of the 

experiment type (first or second order learning).  
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Figure 8-1. Schematic of 

agent interaction. A0 com-

putes its response (R) from 

the (shared) environmental 

stimulus (S) and its (private) 

mental state. A1's response 

(R) is a prediction of this 

action. After the prediction 

is made, A0's actual re-

sponse is revealed to A1 as 

data to drive its learning 

process (L). 

 

Table 8-1. Event order within a single interaction step. 

event Agent A0 Agent A1 

1 Sees e and m Sees e only 

2 Computes 

own action 

Computes prediction 

of A0's action 

3 - Observes A0's action 

and learns 

 

The structure of an interaction session differs per experiment type. Table 8-2 and Table 8-3 give the ses-

sion structures for first and second order learning experiments, respectively. For ease of legibility the ta-

bles have the model parameters reduced w.r.t. the actual settings. Actual used parameters are as follows: 

 Rounds per learning phase = 4 

 Rounds per test phase = 2 

 Rounds per main phase = 9 

 Steps per round = Ne = 6 

Mental state size = Nm = 4 bits. 

 

How is it that the structure in Table 8-2 is a first order task while that in Table 8-3 is a second order task? 

Let us first observe that the structure in Table 8-2 presents what is essentially a supervised learning task: 

During the learning phase, A1 sees environments, and A0's responses to those environments (which A0 

determines on basis of its mental state). In the test phase, A1 has to recall what it has seen in the learning 

phase. There is no second order element to this task, and tasks of this sort can be tackled very well with 

standard error back-propagation learning. 
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First order 

learning task 

ro
u

n
d
 

step
 m e 

Table 8-2. First order learning task structure 

(reduced example). A1's performance is 

measured during the test phase only; its pre-

dictions during the learning phase are incon-

sequential. 

 

Learning phase 

1 

0 001 0 

1 3 

2 1 

3 2 

2 

4 1 

5 2 

6 0 

7 3 

Test phase 

3 

8 2 

9 3 

10 1 

11 0 

 

Second order 

learning task 
ro

u
n
d
 

step
 m e 

Table 8-3. Second order leaning task structure 

(reduced example). Every round, one bit of 

A0's mental state changes. A1's performance 

is measured continuously. 

 

Main phase 1 0 011 0 

1 3 

2 1 

3 2 

2 4 001 1 

5 2 

6 0 

7 3 

3 8 101 2 

9 3 

10 1 

11 0 

 

Now consider what happens inTable 8-3: A1 observes environmental stimuli and A0's actions just like in 

Table 8-2, but A0's mental state changes at the start of each round, and each environment is seen only 

once per round. This means that a memory of which action A0 picked last time in a given environment is 

useless as a prediction of what A0 will pick the next time that same environment comes around. At first 

sight it may seem impossible for A1 to predict A0's behaviour under these conditions (and for a standard 
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error back-propagation learner it would be). But note that A0's mental state changes only gradually: one 

bit per round. This means that given the mental state at round i, there are only Nm possibilities for the 

mental state at round i+1, and hence just Nm possible behaviour patterns for round i+1. A0's actions can 

now be used to determine which of these possible behaviour patterns it is performing, and then predict 

accordingly. Given the small number of options, A0's behaviour pattern can be determined well before 

the end of the round, leaving a competent A1 time to score a number of correct predictions before A0 

changes its mind again. This is clearly a second order learning task: What identifies the set of possible 

behaviour patterns in round i+1 is the behaviour pattern observed in round i. Failure to pay attention dur-

ing round i will impair A1's ability to learn to predict in round i+1. Ideally, A1 learns in round i how to 

learn in round i+1. Hence the task calls for second order learning ability. 

 Letting mental state bits change one by one is not an arbitrary choice. If we let the individual bits be 

pieces of knowledge, it makes sense that they would change one at a time. If we let them be affective at-

titudes towards a set of items (foods, persons, whatnot), then too, they should usually change independ-

ently. Although very simplistic, the one-bit-at-a-time rule is an expression of the idea that for intelligence 

to evolve, one needs a mixture of stability and dynamicity (see e.g. Godfrey-Smith 1996). In the case of 

the detour mazes, this was seen in the maze changing one cell at a time (blockage insertion). Had the 

mazes stayed unchanged, or had they been overhauled completely instead of just a little bit, they would 

not have allowed for a display of intelligence. The same principle is at work here, although in a simpler 

and more abstract form. A setup with no change (the first order task of Table 8-2) allows for a solution 

based on simple memorization, while maximal change (continuously randomizing the mental state) pre-

cludes any solution. 

 Going by our theory, the second order learning task should goad evolution toward representational 

solutions. We will see whether it does in the results section, but let us consider why it might. We saw that 

A1 will need to distinguish between possible behaviour patterns, while the set of possible behaviour pat-

terns is to be inferred from the previously observed behaviour pattern. A0's behaviour patterns derive 

from its mental states, and the web of possible transitions between behaviour patterns derives from the 

distances (in bit-flips) between mental states: direct transition between two behaviour patterns is possible 

if and only if the distance between the underlying mental states is a single bit-flip. It would seem that 

clear and distinct knowledge of individual mental state bits should come in handy here. 

 

Neural net architecture 

We keep the neural network architecture simple, imposing no fixed structure. Each net is composed of a 

list of neurons and a list of connections. Table 8-4 and Table 8-5 list the attributes of neurons and connec-

tions, respectively (probabilities shown are the probabilities that a given value is taken when mutation of 

the gene occurs). 
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Table 8-4. Neuron attributes. 

Neurons Attribute Symbol Range Probabilities 

Dynamic Activation A [-1, +1] n/a 

Genetic 

 

Activation bias B {-1, 0, +1} 
P(0) = 0.75 

P(-1) = P(+1) = 0.125 

Activation function F 
step or  

linear (clipped) 
P(step) = P(linear) = 0.5 

 

Table 8-5. Connection attributes. 

Connections Attribute Symbol Range Probabilities 

Dynamic Weight W [-1, +1] n/a 

Genetic 

 

Innate weight W
g
 [-1, +1] 

P(0) = 0.75 

P(-1) = P(+1) = 0.125 

Input neuron index I {0...N} Uniform 

Output neuron index O {0...N} Uniform  

Neurotransmitter 

neuron index 
T 

{0...N}∪ 

{NONE} 

P(NONE) = 0.5 

Otherwise uniform 

Neuromodulation 

neuron index 
M 

{0...N}∪ 

{NONE} 

P(NONE) = 0.5 

Otherwise uniform 

 

Propagation order is fixed and follows the neuron list order. That is, propagation amounts to iterating over 

the neuron list, computing the activation of each subsequent neuron. A neuron's activation is computed as 

follows: 

 

                    

        

  

( 8-1)

where     = activation of neuron i 

     = activation function of neuron i 

     = input index of connection c 

     = output index of connection c 

     = current weight of connection c 

  t(c) = neurotransmitter value of connection c 

 

A neuron-level gene determines whether the neuron uses a "double step" function or a "clipped linear" 

function as its activation function.  
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Double step activation function: 

       
               
               
               

  
( 8-2)

 

Linear activation function: 

       
           
           
                

  
( 8-3)

 

Finally, t(c) is determined as follows: 

      
               
          

         

                   

  
( 8-4)

 

In words, we iterate over the incoming connections of the neuron, summing the activations of the 

pre-synaptic neurons, each weighted by the connection's weight and current neurotransmitter value, and 

finally we apply the activation function to the resulting value. 

 

What the inclusion of the neurotransmitter does is allow an easy way of making propagation across a 

connection conditional (on the activation of the neuron pointed at by the transmitter index of the connec-

tion). Theoretically speaking, this should not extend computational potential, but we find that the inclu-

sion facilitates evolution, probably by simplifying the structures needed for many basic computations (for 

example, it allows implementation of a XOR without any interneurons). 

 

For connection weight updating we use the following rule: 

 

          
          ( 8-5)

where      = change in weight of connection c 

     = modulation index of connection c 

  and other values as before. 

 

Weights are clipped to the [-1,+1] range after updating. In words, weights are updated with the product of 

the connection's current modulation value (that being the activation value of the neuron pointed at by its 

modulation index), pre-synaptic activation, and neurotransmitter value. The "learning rate" of 2 might 

surprise some readers, as it is common to use small (<<1) learning rates in traditional neural network 

learning algorithms. Recall that the update rule is not part of a gradient descent algorithm (in fact it is not 

part of a learning algorithm at all). Updating does not proceed by slowly reducing an error measure, but 

by large sudden changes. Nothing in the update rule guarantees that updates will be beneficial. All the 
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update rule provides is a mechanism for weight modification. It is up to evolution to structure the net-

works so as to have beneficial update dynamics. We want to allow that a single update can take a weight 

from any value within the weight range to any other, so we use the size of the weight range (2) as learning 

rate. A concept image of a connection is given in Figure 8-2. 

 

 

Figure 8-2. Concept image of information flow through neural connections. A connection has 4 

genes indexing the neurons it takes inputs from (I, T, M) and the neuron it sends output to (O). It 

also has a dynamic weight value (W). The activation signal it sends to neuron O is derived from its 

input activation (activation of neuron I), neurotransmission (activation of neuron T) and the cur-

rent weight value (W). The weight value is updated as a function of input activation (activation of 

neuron I), neurotransmission (activation of neuron T), and neuromodulation (activation of neuron 

M). See text for relevant equations. T and M indices can take the special value NONE. If T is 

NONE the value 1 is used instead (so no signal inhibition occurs). If M is NONE the value 0 is used 

instead (so no weight updating occurs). 

 

Input and output 

A net has 20 input neurons. The first two signal which role the net should play (i.e. when playing the role 

of A0, the first neuron is continually active (activation = 1), while when playing the role of A1, the sec-

ond neuron is continually active). The next 8 neurons encode the current mental state when the net is 

playing the A0 role (they are silent (activation = 0) when playing the A1 role). Every mental state bit is 

encoded by a pair of neurons, one active if the bit is 0 and one active if the bit is 1. Next are 6 neurons 

showing the environmental state. each of these neurons is assigned one environmental state, and is only 

active in that state (while the other neurons are silent). Next are 4 neurons for observing the action of the 

A0 agent, when playing the A1 role. These only receive input during the learning stage of an interaction 

step. Input is given in similar format as the environmental state: each these neurons is assigned one part-

ner action, and is only active when the A0 agent picked that particular action. For output, we simply iden-

tify the output neuron with the highest activation value. The agent performs the action associated with 

that neuron. To prevent ambiguous output (multiple output neurons having the same activation), we let 

the output neurons have real-valued bias values, and give them a non-clipping linear activation function 

(or more simply put: we let their activation function be the identity function). 
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Table 8-6. Composition of neural networks.  

Numbers in brackets indicate the reductions applied during A0 evolution. 

Function  number 

Role input 2 

Mental state input 8 

Environmental state input 6 

Partner action input 4 (0) 

Interneurons 24 (12) 

Action / prediction output 4 

 

Connections between two input neurons or between two output neurons are not allowed (i.e. when muta-

tion results in such a connection, the connection is removed). Hence the order of the input neurons is im-

material, as is the order of the output neurons. Recurrent connections (O ≤ I) too are removed whenever 

they arise during mutation. 

 

Mutation 

Mutation rates are generated per individual as follows: rate = R
6
, where R is a random number in the in-

terval [0,1]. This rate is used as the mutation probability for every individual gene. We generate the muta-

tion rate randomly to ensure that mutation produces both heavily and lightly mutated individuals (the 

former as especially important during early stages of evolution, the latter during the later stages). The 

exponent controls mutation intensity spread. Note that it is possible to generate a rate of 1, completely 

randomizing all genes. Mutable genes and the probabilities of the values they may take are given in Table 

8-4. Neuron attributes. Table 8-5. Connection attributes.. Addition and removal of connections is handled 

separately (as these operations modify the number of genes). During mutation, there is a 0.25 probability 

of adding a connection (if the current number of connections is below the maximum of 200) and a 0.26 

probability of removing a connection (if there are any). After a connection is added, there is again a 0.25 

probability of adding another one, and so forth (same for deletion). These probabilities are biased slightly 

toward deletion, so as to keep network size in check (though we have not investigated the necessity of this 

measure). The gene values of a newly added connection are set at random, with the same probabilities as 

used in single-gene mutations. 

 

Evolution process 

We evolve the A0 and A1 behaviour separately. We evolved five A0 behaviours, and then used each as 

the starting point for two A1 runs, one using the first order learning task and one using the second order 

learning task. This lets us compare first and second order tasks with the same A0 behaviour side by side. 

Also, separating A0 and A1 evolution lets us ensure that A1 has a stable target to evolve to. It is possible 
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to evolve A0 and A1 in tandem, however then changes in A0 interfere with A1 evolution (which may be 

interesting in and of itself, but for our purpose it's an unnecessary complication). 

 In both A0 and A1 evolution we use a population of 160 individuals, which we split into ten groups 

of 16. Groups evolve individually for 10 generations at a time, and are then scrambled. We use elitism of 

1 individual per group. Selection is rank-based. Given the differing purpose, evaluation differs between 

A0 evolution and A1 evolution. We describe both evaluation schemes below. 

 

Evolving A0 

As our focus is on A1, evolution of A0 is merely a preliminary step. It corresponds to a biological evolu-

tion process only in the very rough sense that the species evolves solitary behaviour of some complexity. 

The A0 behaviour itself has no particular purpose or meaning, it merely serves as a target to evolve pre-

diction ability for. Hence for A0 evolution we use a fitness measure that assesses suitability as a predic-

tion task. Consider for example an A0 that returns action 3 for each and every (m,e) pair. Such an A0 can 

be predicted without even learning, so from A1 this behaviour would not require learning, let alone sec-

ond order learning. We want an A0 that poses a non-trivial learning task to A1. To this end we evaluate 

A0 as follows: First we make a tabular representation of the A0 behaviour by running the network for 

every (m,e) pair. Note that when a net plays the A0 role, it does not use learning, meaning that the behav-

iour is fixed (hence the table is a complete description). Then we evaluate the table using a number of 

measures and conditions designed to pick out sufficiently challenging A0 behaviours as follows. First we 

check whether any two columns or rows are identical. A large fitness penalty is incurred for any such 

duplicates (none of the A0 behaviours used for A1 evolution had duplicates left). Next, we check if 

knowledge of any single mental state bit predicts the A0 action under any environment. For example, if 

for environment 5 the action is 3 for every mental state with the second bit a 0. For every instance of such 

single-bit predictability, a fitness penalty is imposed. This ensures that we can distinguish between 

memories of observed actions and representations of bits of A0's m. Say this condition is violated as in 

the example above. A connection weight that stores the observation that A0 picked action 3 in environ-

ment 5 will in indistinguishable from a connection that stores the inference that the second bit of A0's 

mental state is 0. We want memories of observations to be distinct from representations of mental state 

bits, hence this penalty condition. If we look at the example behaviour in Table 8-7, we can see that if we 

know only that A0's first bit is 0, then the actions it would possibly take in environment 5 are 0, 1, and 2. 

Hence we cannot infer the action from this single bit of knowledge, and the condition holds (for the case 

of first bit 0 in environment 5). 

 While we penalize direct inference from single bits to actions, we do allow direct inference from 

actions to single bits. For example, it is ok for action 3 in environment 5 to reveal the value of the first 

mental state bit. This is indeed the case in the example behaviour: if we see action 3 in environment 5, we 

can infer that A0's first mental state bit is 1. These sort of situations allow for learning about mst bits, but 
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note that a connection that simply stores the observation that A0 picked action 3 in state 5 will be distinct 

from a connection representing that the second mst bit is 1: it would fail to capture half the cases where 

the second bit is 1. In order to make complete representations of mst bits, multiple pieces of such infor-

mation needs to be integrated. To ensure that the necessary pieces are readily available, we include the 

condition that for every possible mental state, observing the actions for all environments will allow infer-

ence of every mst bit at least once. Violations of this condition receive a penalty. 

 We also impose a condition to avoid the existence of relations between actions and mst bits that do 

not involve the environment. For example, if action 2 only ever occurs when the third mst bit is 0, then it 

is impossible to distinguish the memory of having seen action 2 (in any environment) from a representa-

tion of the third mst bit. To ensure that no such relations exist, we demand that every action occurs in 

over half (we have set the threshold to 10) of all msts (i.e. for any given action, at least 10 msts produce 

that action in at least one environment). Since any bit will be 0 in only eight msts and 1 in only eight msts, 

this condition precludes existence of environment-independent relations between actions and bits. A pen-

alty is imposed to the extent a net falls short of this threshold. 

 Lastly we add a small fitness factor suppressing the highest possible fitness a non-learning A1 agent 

could attain in interaction with the A0 under evaluation. This helps to increase the relative importance of 

learning. This evaluation simply amounts to checking the number of occurrences of each action in each 

column of the table. An optimal non-learner would for every environment pick the action that occurs most 

often in the column of that environment. For example, if action 0 occurs three times (i.e. is produced by 

three msts), action 1 four times, action 2 six times, and action 3 three times, then knowing nothing about 

the mst we are best off guessing action 2, which will be correct 6 out of 16 times. In a perfectly balanced 

A0 with 16 msts and four actions, each action occurs exactly four times per column, and the best 

non-learner will have a fitness of 4/16 = 0.25. No particular threshold was set, but the A0s used in our 

experiments all have values of at most 0.33, meaning that A1 performance will be strongly dependent on 

learning ability. 

 

m\e 0 1 2 3 4 5 

Table 8-7. Example generated 

A0 behaviour in tabular for-

mat, showing the action gen-

erated by every mental state 

(m) in every environment (e). 

 

0000 
1000 
0100 
1100 
0010 
1010 
0110 
1110 
0001 
1001 
0101 
1101 
0011 
1011 
0111 
1111 

3 0 1 1 2 0 
3 2 1 1 3 3 
2 0 2 1 2 1 
1 2 2 1 3 1 
3 2 0 0 2 0 
3 2 3 3 2 3 
2 2 0 0 2 1 
1 2 3 3 2 1 
0 0 1 2 0 0 
0 3 1 2 3 3 
2 0 2 2 0 2 
1 3 2 2 3 2 
0 0 0 0 0 0 
0 3 3 3 3 3 
2 0 0 0 0 2 
1 3 3 3 3 2 
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 A0 evolution is run for 30000 generations, after which the best network of the final generation is 

stored. If this network still has any penalties, we discard it. Otherwise, it is used to seed two populations 

for A1 evolution (one population using the first order task and one the second order task). 

 

Evolving A1 

At the start of A1 evolution, the networks are expanded in size. The number of interneurons is doubled 

from 12 to 24, the neurons for observing A0 action added in, and the maximum number of connections is 

increased from 100 to 200. However the nets remain functionally identical (as no actual connections are 

added or modified), so the initial population for A1 evolution carries its A0 behaviour over from the A0 

evolution phase. As the goal now is to evolve A1, we keep the populations’ A0 behaviour constant by 

applying stabilizing selection on it by prioritizing A0 scores during fitness ranking (i.e. when two indi-

viduals have differing A0 scores, the one with the higher score will rank higher). The A0 score here is 

simply the degree of agreement with the target A0 behaviour. To determine the A1 scores, we let each net 

plays the A1 role against 16 partners, each starting from a different mst. The A1 score is the rate of cor-

rect prediction. As discussed above, the mst remains constant throughout the interaction in experiments 

using the first order task, and changes one bit per round in the second order task. The A0 and A1 agents in 

an interaction are generated from the same genome.
11

 The population is evolved for 300000 generations 

in runs using the first order task and 600000 generations in runs using the second order task (in prelimi-

nary experiments, we found that with the first order task 300000 generations suffices to reach 

near-optimality, after which no meaningful evolution occurs). 

 

Analysis 

It will be easy enough to determine whether effective learning ability evolved, given that there is a clear 

ceiling to the performance that can be achieved without. However, assessing the degree to which a given 

solution is representation is less easy. We devised a method of quantifying the amount of one-to-one cor-

respondence established by the learning networks. It's rather crude, but gives at least a rough indication of 

the representationality of a solution. 

 First we look for connections whose weights show correspondence with mst bits in the partner agent. 

We do this as follows: We let the net under investigation learn on A0 partners as it usually would (fol-

lowing the task the net is evolved for), for 32 normal lifetimes. After every round, we take a snapshot of 

the net's connection weight vector. Then we compute the average connection weight vector per partner 

mst (so for example, we take all snapshots obtained by learning on a partner with mst 0101, and compute 

                                                           
11 This choice is unnatural, but helps eliminate noise from the fitness assessment. We could 

let agents generated from different genomes compete, but then good genomes can receive 

low scores when they have the bad luck of being pitted against an unpredictable mutant. 

This noise could be suppressed by increasing the number of interaction partners, but this 

becomes computationally expensive. By generating both agents from the same genome we 

circumvent the issue altogether. 
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their average). The resulting set of 16 connection weight vectors can be put together into a matrix. Figure 

8-3 shows a reduced mock-up example of such a matrix. The columns of the matrix are the average con-

nection weight vectors for every mst (the msts are shown at the top of the figure), while the rows show us 

how an individual connection responds to the partner mst. In the example, we see that many connections 

are not sensitive to the partner mst at all, i.e. many rows show uniform weight values (note that weights of 

connections without plasticity will always be uniform). Some connections do show sensitivity. For these 

connections we analyse whether they show correspondence with any of the mst bits. We do this by 

checking, for each bit, whether there exists a threshold value such that the connection's weight is above 

the threshold for one value of the bit and below the threshold for the other value of the bit. For example 

the first highlighted row shows a connection whose weight takes a value above 0 whenever the partner's 

first mst bit is 1, and a value below zero whenever the partner's first mst bit is 0. We can say that this 

connection corresponds to the first mst bit, in the sense that we can read out the value of the first mst bit 

from its weight. We identify all such corresponding connections for each mst bit. Now we have, for each 

bit, a (possibly empty) set of connections corresponding to it. We will call such a set a correspondence set. 

Note that the correspondence sets of a given net are, by mathematical necessity, non-overlapping. Hence 

the correspondence between the sets and bits is decidedly one-to-one. 

 

Figure 8-3. Mock-up example of matrix used 

to quantify and visualize correspondence. (a) 

Each column shows one mst. Black = 0, white 

= 1. (b) Each column shows the connection 

weight vector that results when the net learns 

on a partner with a particular mst. High-

lighted rows indicate connections that show 

correspondence with individual mst bits. 

Weight values run from -1 (red) to +1 (green). 

(c) Columns indicate correspondence sets. 

White dots indicate set membership. We see 

that the correspondence set of the first bit has 

one member connection, that of the second bit 

two, or the third zero, and of the fourth one. 

  

 

 Existence of non-empty correspondence sets is interesting, but does not guarantee that a net is really 

using a representational solution. To confirm that we have to also assess to what extent the correspon-

dence sets are playing the functional role of representations of the bits they correspond to. We do this by 
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"transplanting" correspondence sets between individuals. The process is illustrated in Figure 8-4. We take 

two identical nets, and let them learn on partners that differ by one mst bit, for example 1000 and 1100. 

Let us call the resulting individuals A
1000

 and A
1100

 for convenience. Now we copy the weights from the 

correspondence set for the differing bit from one net to the other. So for example, we take A
1000

, and 

overwrite only the weights of connections contained in the correspondence set for the second bit with the 

weight values that A
1100

 has on those connections. If, by overwriting the correspondence set, we have 

selectively flipped the net's knowledge about the second bit of its partner mst, then the resulting net 

should predict as if it had learned on a 1100 partner. We measure to what extent this is the case by letting 

A
1100

 and the hybrid net both predict the actions of a 1100 partner. During this test we disable learning (as 

both nets have already completed their learning process). We ignore environments where a 1100 partner 

and a 1000 partner pick the same action (as these are uninformative in this context) and environments 

where A
1100

 fails to make the right prediction (as there is no reason to think the hybrid would do better 

other than by accident). The hybrid's performance is computed over the environments that remain. We 

repeat this transplantation procedure for every bit-flip (excluding bits with empty correspondence sets) in 

every possible mst, and take the average performance values as a measure of the functional importance of 

the correspondence sets. For empty correspondence sets this analysis cannot meaningfully be performed, 

they default to a functional importance of zero. Finally, we take the average functional importance of all 

correspondence sets as a global measure of representationality of the solution. This measurement is per-

formed once every 500 generations (it's computationally expensive) on the then best individual in the 

population. 

 

Figure 8-4. Recombining learned knowledge across 

nets (concept image). We take the weight vector of a 

net trained on a partner with mst m (left column, here 

m = 1000) and the weight vector of a net trained on a 

partner with mst m’ (right column, here m’ = 1100). 

We now make a hybrid weight vector as follows: for 

every connection contained in the correspondence set 

for the differing bit (in this case the second bit), we use 

the weight from the vector on the right, and for every 

connection not contained in the correspondence set we 

use the weight from the vector on the left. To the extent 

that knowledge about the second bit is localized to the 

correspondence set, the resulting net should behave as 

if it had learned on a partner with mst m (1100 in the 

example). 
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Results 

Figure 8-5 shows the evolution processes of all 10 experiments, in terms of performance and correspon-

dence. 

#0 first order task second order task 
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scores:  0.00  0.00  0.00  0.00 

 

scores:  0.72  0.46  0.00  0.87 

#1 first order task second order task 
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scores:  0.18  0.09  0.75  0.00 

 

scores:  0.99  0.98  0.99  1.00 
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#2 first order task second order task 
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Performance ● Performance in A0 role 

 ● General A1 performance 

 ● Performance at first step of interaction 

 ● Performance at last-of-round steps (2nd order only) 

 ● Performance at critical steps (2nd order only) 

 ● Representationality score 

Correspondence ●●●● Functional importance of correspondence sets for bits 0,1,2,3. 

 ● Representationality score 

Figure 8-5. A1 evolution processes for first and second order learning experiments.  

The x-axis shows the generation. Leftmost column shows the A0 behaviour (see Table 8-7 for the 

format). All performance values are averages over the non-mutated offspring of the elite of the pre-

vious generation. Correspondence and representationality are computed once every 500 genera-

tions, from the fittest individual in the population at that time. In first order runs, general A1 per-

formance is measured over all interaction steps in the test phase. In second order runs, it is meas-

ured over interaction steps where correct prediction is theoretically possible. "Critical" steps are 

steps where correct prediction is possible only with second order learning. Numbers under corre-

spondence graphs show the correspondence scores for the (performance-wise) best individual at the 

final generation. 
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We see that first order runs invariably produce near perfect performance, yet show only limited evolution 

of functionally important correspondence sets. Correspondence sets are seen to appear but bear no 

straightforward relation to performance. In experiment #2 we see one prominent correspondence set ap-

pear, but its functional importance drops right as performance increases. In experiment #3 we see modest 

correspondence appear and then disappear again. Experiments #0 and #4 only show occasional blips of 

correspondence. In experiment #1 we see fitness-neutral drift toward moderate correspondence occur long 

after performance has reached near-optimality. Overall in the first order runs, correspondence seems to be 

tangential to performance. The first order task does not appear to select for correspondence.  

 

 

Figure 8-6. Correspondence in 

second order learning net from 

experiment #2. Format as in 

Figure 8-3. The middle column 

is colour-adjusted to help visu-

alize what happens on connec-

tions with narrow weight ranges, 

displaying the lowest weight 

value in a row as black, and the 

highest as white (for rows with 

weight variability). 

 

Second order runs evolve more slowly, and show lower performance overall. This is not surprising, con-

sidering that the second order task is vastly more difficult. Here we observe a strong relation between 

performance and representationality: increases in one often coincide with increases in the other, and runs 
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resulting in higher performance also result in higher representationality. Networks from the final genera-

tions of three best performing second order runs have non-empty correspondence sets for all bits, mean-

ing that after learning, we can read out their partner's mental state bits from the weights of the connec-

tions in their correspondence sets. Also, given that knowledge about the partner mst is strongly focused in 

the correspondence sets in these runs (seen in the functional importance of all sets approaching or reach-

ing 1), we can rewrite individual bits of knowledge by copying correspondence set weights between in-

stances of these nets, as described in the analysis section. These nets can be said to represent in decidedly 

correspondence-based fashion. Figure 8-6 illustrates the representationality of the solution found by the 

most successful second order run (#2), showing prominent correspondence sets for all mst bits. Nothing 

of this sort was observed in the first order runs (note that if we look at the final generations, even the 

"most representational" first order run (#1) shows lower representationality than even the "least represen-

tational" second order run (#3)). This result indicates that it is the selection pressure on second order 

learning that led evolution towards correspondence-based solutions. 

 

Discussion 

It may be warranted to position the social cognition evolved here in the broader context of social cogni-

tion. In recent years, theory of mind and mirror neurons have become both hot research topics and topics 

of heated debate (as has the relation between the two). The model presented above is abstract to the point 

that it is not directly obvious which of these phenomena we have been modelling. Both may be consid-

ered social forms of representation. Given that our goal was to evolve, in abstract, social representation, 

there is room for ambiguity. However we think it is most appropriately viewed as a model of base-level 

(in the sense of recursion-free) ToM, in its simplest possible application (action prediction). While the 

representation of interest is happening at the neural level, it is not a matter of "matching to observed ac-

tion", as characterizes mirror neurons. What the nets (in the second order task) acquire is knowledge 

about the mental state of their partner. The mental state itself (in A0) and the knowledge about it (in A1) 

feature quite differently in their host cognitions. If we ask whether mirror neurons could be used as an-

other case study, the answer is yes, but we would view it as a case of innate correspondence, not acquired 

correspondence. One (comparatively conservative) line of thought on the function of mirror neurons is 

that they facilitate learning by imitation and observation (Kosonogov 2012). If this were to be so (we take 

no stance on the issue), then it provides a particularly neat example of correspondence evolved as the re-

sult of selection for learning ability. 

 In this section we have looked at the effect of selection for second order learning in a very simple 

social scenario. We observed a strong tendency toward one-to-one correspondence, with representations 

of the interaction partner’s mental state bits being focused in small, non-overlapping sets of connections. 

In contrast, when we restrict selection to first order learning (in an otherwise near-identical task), we see 
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no such tendency. This provides strong support for the idea that selection for second order learning, spe-

cifically, leads to evolution of mechanisms for acquisition of correspondence. 

 This concludes the discussion of our computational work on acquired correspondence. We believe 

that these computational investigations provide proof of concept for the proposed theory. 

 



 

 

9. CRITICISMS 

 

Having laid out the theory and our computational proof of concept, we now move to address some criti-

cisms and confusions that the discussion so far may invite. 

 

Neural or mental representation? 

In this research we clearly used an operational definition of mental representation. For example, we as-

cribed a species mental representation (in the form of cognitive maps) if it is capable of solving the detour 

maze task. If this seems behaviouristic, it is because evolution itself is a behaviourist. Any evolutionary 

explanation of a mental phenomenon must run via outward behaviour that can be selected on. We haven't 

touched upon the question of how or why the sort of representation we aim to explain is mental, and we 

acknowledge this explanatory gap. The objection might be raised that our work then pertains to neural 

representation only. However, while representation in our evolved networks is clearly neural, we note that 

our general hypothesis does not make specific claims about the nature of the isomorphism it predicts, 

requiring merely that it can causally affect behaviour. Depending on how one views the causal powers of 

mental phenomena, the hypothesis may be equally applicable to the representations we recognize as 

mental in ourselves. 

 

The necessity of second order plasticity 

We predicted that the detour maze task can be solved with second order learning, and cannot be solved 

with first order learning alone. Our computational results confirm the former and corroborate the latter 

prediction, but our experiments of course cannot prove that the task is strictly unsolvable without second 

order plasticity (the fact that we see no such solutions does not imply that they do not exist). Some read-

ers may object that detour mazes have been solved using Reinforcement Learning (RL) algorithms, which 

we said are restricted to first order learning. As far as we are aware of, RL solutions to detour mazes and 

other representation-dependent tasks invariably extend the core RL algorithm with additional mechanisms 

to capture structural aspects of the task in some form or another (see e.g. Voicu & Schmajuk 2002; 

Gérard, Meyer & Sigaud 2005), and use information gathered by that mechanism to guide the learning 

process. In other words, such approaches hard-code a representational faculty, and use it to realize second 

order learning. The necessity of such mechanisms for solving detour maze tasks with RL corresponds 

directly to the need for second order plasticity in our model. 

 

MR without B'' 

It can rightly be objected that there are other experiments, designed to test for mental representation, that 

do not involve second order learning. Many tasks are taken to indicate MR not because they cannot be 

solved without, but simply because when humans solve them, they do so using MR. Take Köhler's fa-
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mous work on crate stacking in chimpanzees (Köhler 1920). In this experiment, fruit was suspended out-

side a chimp's reach, in a room containing crates. Köhler took chimps to display "insight" (mentally rep-

resenting a solution before executing it) if they stacked the crates to get to the fruit. We would be using 

MR when we solve this task. However, it can and has been objected (Gould & Gould 1994) that chimps 

will stack crates with no reward in sight just for the fun of it, and given enough time will simply stumble 

upon the solution by trial and error. This would make the ascription of MR unwarranted. It proves very 

difficult to design tasks that are perfectly resistant to such criticism. 

 Strictly speaking, for a task to require MR, it should at least be unsolvable with general, 

non-representational learning rules (trial and error learning, reinforcement learning, classical conditioning 

etc.). When a realistically feasible explanation in terms of non-representational learning rules can do the 

work, then strictly speaking all we have is proof of learning. If a realistically feasible explanation in terms 

of plain learning cannot be given, but one that takes learning bias into account can, then we merely have 

proof of learning and learning bias (indicative of innate correspondence, not of acquired correspondence). 

Only if no such explanations are available can we confidently ascribe MR. That's not to say that tasks that 

allow for MR-free explanations aren't being solved using MR. There's no reason to think that animals 

equipped with MR abilities only use them when strictly necessary (indeed quite the contrary). 

 It would be a stretch to conclude that only tasks that demand second order learning adequately test 

for MR, but such tasks do take a special position. By testing a species for second order learning ability, 

you test it for having an evolutionary history of exposure to selection pressure for correspondence acqui-

sition mechanisms. To what exact extent the second order learning abilities of a species are indeed im-

plemented using such mechanisms cannot be judged from externally observable behaviour alone, but in 

the context of successful second order learning of some complexity, complete failure of evolution of AC 

mechanisms seems extremely unlikely. 

 

Under what circumstances are B'' and MR necessary? 

We saw that the detour maze required B'', and that given the potential for B'', a general representational 

solution to the detour maze task can be made to evolve. The detour maze task is taken to require repre-

sentation, and so exerts selections pressure on representational abilities. But experiments that convinc-

ingly reveal representation are uncommon. Are we satisfied that natural environments supply enough 

such scenarios to drive the evolution of B'' and thereby MR? How often is B'' actually required out in the 

wild? These questions are hard to answer. We struggle to set up experiments that require B'', and assess-

ing where natural scenarios require it is even harder. Luckily requirement is no requirement. If we ask in 

what situations an organism can benefit from B'', then we can give a general and broad answer: Wherever 

there is fitness to be gained by (first order) learning faster. Integrating, on the fly, the information gained 

via learning into B' will lead to the optimal behaviour more quickly. Learning is tailored, on the fly, to the 

task. We might say B'' can use information gained at time t in the learning process to "bias" the learning 
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that occurs after t. So we should not be mistaken as saying that MR is the evolutionary product of detour 

mazes and other scenarios that strictly require second order learning to be solvable. Any scenario that 

selects for speedy learning selects for second order learning, just like any scenario that selects for speedy 

locomotion selects for acceleration.
12

 Indeed, "acceleration of learning over a sequence of tasks" is the 

measure used to gauge second order learning in learning set research like Harlow's (1949). 

 

                                                           
12

 We can of course extend this observation to higher orders of learning. Whenever there is selection on 

speedy second order learning, there is selection on third order learning, and so forth. 



 

 

10. EVOLUTION OF LEARNING IN ARTIFICIAL INTELLIGENCE AND ARTIFICIAL LIFE 

 

In the past, especially in its revival after the discovery of the first error back-propagation learning algo-

rithms, many held high hopes for connectionism to give us a new paradigm for computationally model-

ling mind. But despite the ambitions to explain mind, connectionist AI seems to suffer from a peculiar 

implicit behaviourism in its attitude towards learning (Balkenius 1994). Much of its research efforts on 

learning are focused on developing generally applicable learning algorithms. In AI this obsession with 

generality does not seem to stem from a misguided belief about the nature of learning processes in bio-

logical species (although it certainly is suspiciously selective in which aspects of natural learning it cares 

to try and approximate). Maybe it derives from the core ideas underpinning the connectionist approach, 

and more in general computer science. We want to let adaptation do the work, so we want adaptation 

processes that can handle as many challenges as possible. Surely an algorithm that can solve many prob-

lems is "better" than an algorithm that can solve only one. Error back-propagation and reinforcement 

learning algorithms are the big deal they are exactly because they can solve vast ranges of problems. Such 

algorithm generality sounds great when contrasted with an approach of making a new algorithm for every 

problem. However, generality also implies that the contingencies of a specific problem cannot be ex-

ploited in solving it. This means that a general algorithm is necessarily sub-optimal with respect to almost 

all problems. It might seem that one cannot have it both ways. However, at least in principle, one actually 

can avoid both the need to hand-craft specific algorithms and the inherent sub-optimality of general algo-

rithms. Namely, by letting a general algorithm do one of the few things you actually need generality for: 

making specific algorithms. This is exactly what evolution does when it makes learning ability, but 

somehow this fact remains sorely overlooked in the field. (For notable exceptions see Chalmers et al. 

(1990), Nolfi et al. (1994, 1996), Oiko et al. (2005), and the neuromodulation work of Soltoggio et al. 

(2007, 2008) that our own models borrow from.) Instead, evolution and learning are heaped together, and 

combining the two is viewed as double the hassle with little to gain. If connectionism is to shed some 

light on learning (and, if we are correct, representation) as it occurs in nature, then it should view learning 

ability as not just a subject but also an object of adaptation. 

 Traces of such a view of learning have emerged in the field of Artificial Life. Here interaction be-

tween evolution and learning has become a topic of much research since Hinton and Nowlan (1987) first 

demonstrated the Baldwin effect (Baldwin 1896; Turney et al. 1996) in a computational model. The focus 

is almost invariably on the effect learning has on evolution, but specialized forms of learning can easily 

emerge during the genetic assimilation phase of the Baldwin effect. If the phenotype has multiple loci that 

can be modified by learning, and these loci have their degrees of plasticity defined independently in the 

genotype, then genetic assimilation proceeds by lowering the plasticity of individual loci as plasticity on 

those loci becomes unnecessary. This leads to adaptively non-uniform plasticity distribution in the phe-

notype, which is expressed as advantageous learning bias. Especially if the optimal solution involves a 
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limited but non-zero amount of plasticity, evolution of highly specialized forms of learning can be ob-

served (see e.g. Suzuki & Arita 2004, Arnold et al. 2010). 



 

 

11. THE LINK TO COMPUTATIONAL BIOLOGY: EVOLUTION OF EVOLVABILITY 

 

Before we conclude the thesis, let us give a quick mention to one of its core inspirations. We saw that one 

and the same interaction may obtain between different pairs of adaptation processes (evolution and learn-

ing in IC, learning and second order learning in AC). The same interaction can also obtain between two 

levels of evolution, where it is the subject matter of "evolution of evolvability" research in the field of 

computational biology. A clear example of this interaction is given by Crombach and Hogeweg (2008). 

They define evolvability as "the efficiency of an organism in discovering beneficial mutants," and showed 

how such evolvability may evolve under selection for rapid evolutionary adaptation in a dynamic envi-

ronment. They let gene regulatory networks evolve in an environment that switched between two states at 

random, with each state usually lasting some tens of generations, and each calling for a different pheno-

type (i.e. different gene expression patterns). So populations were made to evolve back and forth between 

two targets. Note that no learning ability was involved, and no within-lifetime adaptation occurred. They 

found that over the course of this evolution process, populations became more efficient at evolving from 

one target to the other: they evolved evolvability. This ability was realized by minimizing the number of 

mutations necessary to switch between the targets. In most runs the networks acquired a structure that let 

them "jump" from one phenotype to the other with mutations in a single or very few genome locations. 

Such a location effectively becomes a switch (an "evolutionary sensor," in their vocabulary), so that a 

small change in genotype (mutation) comes to produce a cascade of changes (with respect to the parent 

individual) in gene activations and inhibitions, resulting in a large change in phenotype. In Spencer's vo-

cabulary, one would say that the evolutionary sensor corresponds to the state variable of the environment. 

Given this correspondence, optimal change of phenotype can be realized with minimal effort by the 

dumbest update function (blind mutation). The relation between genotype, phenotype, and mutation here 

is much like that between b, B, and b', and that between b', B', and b'', and it was by transposing this con-

cept (by one and two adaptation levels for IC and AC, respectively) into the cognitive domain that we 

arrived at the core concept of the theory laid out in this thesis. 

 We discussed how correspondence relations between a cognitive system and its environment may 

evolve as a result of selection for learning ability, and how mechanisms for acquisition of correspondence 

relations may evolve as a result of selection for second order learning. In both cases, correspondence is 

the result of the same interaction pattern between adaptation processes, an interaction process also found 

at the base of evolution of evolvability. The term "learning" is used here in a broad sense of "modification 

of the stimulus-response relation," covering a far wider range of modification processes (including any 

short and long term memory effects) than the reinforcement and conditioning processes that behaviourism 

focused on, and a lamentably large segment of current day AI still focuses on. Indeed it's where general 

learning rules do not suffice that representation becomes especially important, and hence this is where 

selection for representation should be sought. As demonstrated in our and others' computational work, if 
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we allow for one adaptation process to adapt another, then a tendency towards correspondence-based so-

lutions can be observed. The learning abilities of natural species being products of evolution, it seems 

likely that the same tendency towards correspondence has, to larger or smaller extent, affected the cogni-

tive evolution of those species. Exactly how far this effect goes in explaining the representational features 

of advanced cognition is an open question of course, but we believe it worth investigating. 

 The last section of this thesis concerns a topic that, on the surface, may seem quite removed from the 

topics focused on so far, namely the topic of creativity. However there are close parallels to be drawn 

between the ways AI approaches creativity and the ways AI approaches learning. Here too the conven-

tional approach is characterized by an overreliance on brute-force trial and error, where we should be 

looking for ways to equip our systems with some degree of insight and representationality. Creativity 

seems to be the domain where the mindless trial and error approach leaves our intuitions most strikingly 

unconvinced. Hence, it may well be a domain where the work of the preceding sections, both theoretical 

and computational, could find particular applicability. 

 Though dealing with similar themes, the section was written for a different occasion than the pre-

ceding sections (Arnold, 2014). It presumes no familiarity with the preceding sections, and establishes its 

own terminology, but points of contact will be evident throughout. 



 

 

12. CREATIVITY 

 

Creativity is one of the more elusive aspects of the mind. It permeates all of human achievement, but is 

notoriously difficult to capture in definitions or algorithms. It has long been a topic of interest in the field 

of AI, driven by the idea that by creating creative AI, the field can contribute to our understanding of 

creativity. Some have claimed that AI is presently helping us understand creativity (Boden 2009), but in 

practice AI treats creativity much like it long treated language, namely by designing systems that focus 

only on output, while disregarding the internal processes that produce that output in biological species. 

This leads to nice works of AI art, but not to a deeper understanding of creativity. 

 In this section we look for ways how AI could approach creativity less behaviouristically. We first 

look at what sort of algorithms are used in a few famous creative AI systems, and observe that they can be 

characterized as essentially random generation of candidate outputs, constrained by either rules or a se-

lection process. We ask how this differs from human creativity, and argue that in humans, generation of 

candidate outputs is limited to a small number of better-than-random options, or anthropomorphically put: 

"ideas". We then ask how humans realize this peculiar feat, and arrive at the insight that in order to repli-

cate it, creative AI needs to be embedded in a context of life experience and cognitive challenge. 

 

Creativity is not random generation 

One naïve view of creativity is that it is a matter of making novel combinations of familiar elements (be it 

colours, sounds, story elements, or whatnot). Novel combination is necessary at best, and certainly not 

sufficient. It is trivially easy to write a computer program able to meet this definition (the internet is rife 

with such programs, from band name generators to Hollywood gossip generators), but while the output 

might at times be pleasing or amusing, the process is no more creative than rolling dice. Without meas-

ures to constrain this arbitrariness, random generation does not strike a critical observer as creativity. 

 So we have the means to produce novel output (novel combinations of familiar elements) by means 

of arbitrary recombination, but we have a nagging intuition that this does not quite cover what we mean 

by creativity. How may we cover the gap between arbitrary recombination and creativity? AI work on 

creativity employs a small number of common strategies. One is to constrain what can be generated using 

carefully crafted rules, as famous systems like the AI painter AARON (Cohen 1995, 1999, 2002) and the 

joke generator JAPE (Binsted and Ritchie 1994) do. This makes output seem more meaningful or relevant 

to human observers, but, if we look critically, we are still just looking at a system that randomly picks 

points from a space of possible outputs, except now that space is more stringently constrained by hu-

man-defined rules. What meaning or relevance the output seems to have is just the creativity of the 

rule-maker, i.e. the programmer, not the program.  

To elaborate, a fully "random" AI painter would be unlikely to draw a human figure (it might, 

but so might a monkey randomly hitting a typewriter reproduce a work of Shakespeare). Its work would 



80 Creativity 

 

not appear creative, but indeed random. In order to make "meaningful" structures (such as human figures 

and flowers) appear, the AI painter AARON is equipped with a set of rules (similar in kind to those found 

in expert systems) that constrain its output to human figures and flowers (alongside some other basic ob-

jects and backdrops). These rules ensure that output does not appear random, but also ensure that 

AARON will never paint objects that it has not been explicitly programmed to. It can produce some de-

gree of variety in its output by varying within the parameters its rules provide (figures in various poses, 

flowers in various colours and arrangements, etc.), but this is merely a matter of randomizing within the 

constraints of its rules. The case of JAPE the joke generator is similar. Random word sequences are 

unlikely to be jokes. JAPE uses fixed joke templates (sentences) with a few open slots that it inserts new 

words into for every new joke it generates. The word combinations it picks for a joke are constrained by a 

semantic network that relates words by sound and meaning. Again, we see simple randomization con-

strained by human-made rules. Unless we are content to define creativity as "constrained randomization", 

we should not be calling such systems creative (it should be noted that Cohen himself never claimed that 

AARON is creative, and has explicitly stated that AARON's creation process is nothing like that of a hu-

man painter (Cohen 1999)). 

Rule-based constraining is not the only "solution" we find for narrowing the gap between arbi-

trary recombination and creativity. Another approach is to define a quality measure, a way for the system 

to assess how good a given output is, so it can work toward quality output (see e.g. Heijer & Eiben 2010). 

However, this approach conflicts with the common intuition that artistic creation must not be tied to an 

explicitly defined performance measure, cause then that performance measure will define an optimal 

outcome, and the system will just be slavishly optimizing instead of freely and autonomously creating. 

Also, our sense of aesthetics is not easily captured in an evaluation function (especially if we appreciate 

novelty and unexpectedness). Many systems "solve" this problem by asking human observers for evalua-

tion during the creation process. A famous early example of this approach is Sims' interactive evolution-

ary art (Sims 1991). In Sims’ program, images are generated by LISP expressions. The expression deter-

mines the colour values for each pixel in the output image on basis of the pixel’s coordinates. When one 

runs the program, it first randomly generates a set of expressions, and displays their images. Then a hu-

man observer chooses from the set of images the image they like best. The system then takes the expres-

sion that generated the chosen image, and generates a set of random variations on this expression, pro-

ducing a new set of images. Again, the observer picks the image they like best. By repeating this process 

over and over quite appealing images can be obtained. The system is evolutionary in the sense that it op-

erates on the principles of selection and mutation: the observer acts as the selection process, and the pro-

duction of random variants is analogous to genetic mutation. Numerous variations on this process have 

been used in equally many evolutionary art creation systems since (for recent examples see e.g. Kowaliw 

et al. 2011, Secretan et al. 2011). These systems' creation processes are undoubtedly non-random. How-

ever, if we ask where the creation process gets its direction, it is obvious that we should not be looking 
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inside the program. The program handles mutation only, while selection is handed back to the human 

observer (in fact one of the hardest challenges in such work is reconciling the observer's limited attention 

span with the meandering pace of the evolution process (see e.g. Svangård & Nordin 2004, Li et al. 

2013)). So the direction we observe in the creation process is sourced from the observer. Hence the prob-

lem is indeed merely circumvented, not solved. 

Why do we consider randomness such a big problem? AARON, JAPE, and Sims’ evolutionary 

art system clearly all create novel items of text or imagery. Clearly what they do is sufficient for creation. 

Maybe creativity is nothing more than constrained randomization? We think not. At least human creativ-

ity is more than that. Let us distinguish two types of creation, and see how they are routinely being con-

flated in AI’s approaches to creativity. 

 

Creativity & Creativity 

The programs discussed so far display what we will call "brute force creativity". Brute force creativity is 

constrained randomization, picking candidate outputs arbitrarily from a large space of possibilities, or 

producing them via random modification of a pre-existing candidate, with no rhyme or reason beyond 

what is externally and explicitly imposed. It is the creativity of evolution. On the other hand we have 

what we will call "cognitive creativity". Cognitive creativity is the creativity seen in human art and prob-

lem-solving. It is hard to define, but we have good reasons to believe it to be distinct from brute force 

creativity (actually, the fact that it is hard to define already distinguishes it from brute force creativity). 

Humans generally do not have the physical, temporal, and cognitive resources to engage in mass produc-

tion of random items. It would be strange and inefficient indeed for a painter to churn out stacks upon 

stacks of random works and then leave it up to his audience to evaluate which ones are to be displayed 

and which ones are to be discarded. Not only can a human artist do this evaluation by himself, most of the 

works that would be discarded are never even produced in the first place. And this is not just a matter of 

these works being discarded before production, either. We could imagine an artist mentally producing 

countless mental images and only physically producing the good ones, but this does not seem to be what 

happens either.
13

 The vast majority of the countless works that would be discarded are never even imag-

ined. In other words, there seems to be an essential element of non-randomness to the generation process 

of cognitive creativity. Quite possibly the same sort of non-randomness that saves human chess players 

from having to mentally evaluate 126 million moves a second (as IBM’s Deep Blue chess AI - but not 

Kasparov - did during their 1997 match (Campbell et al. 2002)). When we describe this ability as 

"non-random generation of only those options that have potential" it may sound like a mere efficiency 

issue, but viewed a bit more anthropomorphically it corresponds to the ability to have ideas. A painter 

does not blindly paint away until he stumbles upon something worthwhile; he has an idea first, then exe-

                                                           
13

 At least, we do not subjectively experience our creative processes as such. This does not strictly rule 

out the possibility that our subconscious operates in such ways, but we are not aware of any good reasons 

to believe that it does. 
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cutes it. A chess player does not mentally iterate over all possible moves; he looks at the board and sees 

his next move. Of course not all ideas are golden, and not all ideas are executed. There is certainly an 

evaluation process between idea and action, but the non-randomness of the idea is a fundamental differ-

ence between brute force creativity and cognitive creativity. We will use "having an idea" here in this 

weak and simple sense: generating a candidate output that is of higher quality or pertinence (on whatever 

measure fits the domain) than would be expected of a randomly generated candidate output, where this 

occurrence is not a lucky accident in a random generation process. We hold that in order to understand 

and model cognitive creativity, we must first get a grasp on the origins of this non-randomness. For our 

present discussion we will let this feature define cognitive creativity. Below we state our working defini-

tions of brute force creativity and cognitive creativity. 

 

Brute force creativity: Any creation process that generates random candidate outputs, by arbitrarily pick-

ing a candidate from a space of possibilities, by random modification of a pre-existing candidate, or by a 

likewise random process. This generation process may optionally be followed by or interleaved with a 

process of evaluation of generated candidate outputs, using either an internal evaluation function of sorts 

or by requesting evaluation from an external observer. 

 

Cognitive creativity: Any creation process that generates candidate outputs non-randomly (neither ran-

domly from scratch nor by random modification of an existent output), with the candidates being of better 

quality (on whatever measure fits the domain) than would be expected from a random generation proc-

ess.
14

 Cognitive creativity too may optionally employ an evaluation process for further refinement 

(though evaluation will naturally have less work to do than in the case of brute force creativity). 

 

The latter definition may invite the question of how cognitive creativity could accomplish this feat of bet-

ter-than-random candidate generation. This is an interesting question. In fact it is exactly the question we 

would hope AI could help us answer, and our main criticism of current AI research on creativity is ex-

actly that it fails to address this question. We will look at it in more detail below, but let us for now just 

mention that better-than-random generation of candidate solutions is really quite common when we look 

at problem-solving in humans and many other species, and then often taken as a hallmark of intelligence. 

It is by no means a strange thing to ask for in the context of creativity. 

 With the distinction between brute force creativity and cognitive creativity in mind, we can clearly 

articulate why the claim that present day AI exhibits creativity leaves us unconvinced. The phrase "crea-

tive artificial intelligence" conjures up images of cognitive creativity, as this is the creativity we associate 

with intelligence. However, current day AI does not seem to make the distinction, and what it presents as 
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 Note that we distinguish cognitive creativity by the same feature that generally distinguishes insightful 

learning: absence of trial and error (see section 6). 
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"AI creativity" is brute force creativity. The lack of distinction is clearly seen in the following quotations 

from (Boden 2009): 

 

1. "Creativity isn’t magical. It’s an aspect of normal human intelligence […]" (p.23) 

2. "[W]e do have the beginnings of a scientific understanding of creativity. (p.23) 

3. "Biological evolution is a hugely creative process […]" (p.29) 

4. "[T]hanks in part to AI, we have already begun to understand what sort of phenomenon creativ-

ity is." (p.33) 

 

The creativity in (1) is the creativity found in human intelligence. The claim in (2) is about the same crea-

tivity. Combined, (1) and (2) amount to a claim that we have "the beginnings of a scientific understanding 

of creativity", with this creativity being the creativity we find in human intelligence. Boden then raises 

AARON, JAPE, and Sims’ work, alongside others, as examples of AI creativity, purportedly helping us 

to our budding scientific understanding of creativity. However, these are examples of what we would call 

brute force creativity, as is made obvious in (3) when she likens them to evolution. Then in conclusion, 

(4) gives the suggestion that AI's evolution-like creativity is helping us to our budding understanding of 

what sort of phenomenon creativity is. If the "creativity" in (4) is taken to mean the same thing it meant in 

(1) (as we take Boden's intention to be), then (4) must be taken to claim the following: AI's treatment of 

evolution-like creativity is showing us what sort of phenomenon the creativity found in human intelli-

gence is.  

 So in short, Boden does not seem to be making a distinction between the two. Of course one might 

try and indeed take the position that the creativity of a human artist and the creativity of evolution are one 

and the same thing, or at least similar enough that learning about one will help us understand the other, 

but such a stance would certainly require substantiation. Otherwise, AI’s contribution to our understand-

ing of creativity seems very limited indeed. When it comes to the creativity of evolution, we already have 

much more than just the beginnings of a scientific understanding, and a substantial chunk of modern sci-

ence is working out the details. AI has been using evolution's brute force creativity for decades in auto-

mated problem-solving, and programs like those Boden discusses add little to what we already know 

about such creativity. Conversely, if we are talking about human creativity, then it remains unclear what 

these examples are supposed to be contributing to our understanding. 

We have indicated the ability to generate "better than random" candidate outputs as the defin-

ing aspect of cognitive creativity. Next we ask how it is possible for humans to do this, and where the 

contents of the outputs so generated are sourced from. The question of how it is possible for humans to 

perform better than random at generating solutions for real-world problems is not hard to answer. This 

ability is the product of adaptation (evolution and learning) to an environment of real-world problems. 

Our problem-solving faculties do exactly this: generate better-than-random candidate solutions. Tellingly, 
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we use the same word the same word for these candidate outputs in problem-solving as we do in artistic 

creation: ideas. Problem-solving is a creative process, and we see little reason to think that idea genera-

tion in problem-solving and idea generation in artistic creation are fully separate faculties (upfront, the 

most conspicuous difference between the two seems to be the presence or absence of a problem). At least 

the cognitive creativity we see at work in problem-solving (defined as we have by the ability to have 

ideas) can safely be taken to be an adaptation (i.e. a product of evolution’s brute force creativity), selected 

for its value in efficiently navigating a cognitively challenging environment.
15

 

Boden seems to acknowledge the embedding of creativity in intelligence when she notes (in 

quote 1 above) that creativity is "an aspect of normal human intelligence", but little of this embedding is 

to be found in the programs she discusses. None of these programs ever solved a problem. Can AI really 

teach us anything about creativity if it ignores the intelligence that creativity is supposed to be an aspect 

of, as well as the evolutionary context that produces this intelligence? 

Clearly we agree with Boden’s claim that creativity is an aspect of intelligence, and we think 

this embedding of creativity in intelligence operating in a cognitively challenging environment is crucial 

to a correct understanding of such creativity for at least two reasons: 1) It provides an explanation for the 

initial evolution of this creativity and 2) It is necessary for explaining how the subject matter of artistic 

creation gets meaning. Below we elaborate on both of these points. 

 

No creativity without intelligence 

We said that problem-solving and artistic creation both rely on cognitive creativity, on the ability to gen-

erate ideas (better-than-random candidate outputs). However, paintings, poems and songs are no solutions, 

or at least not in any straightforward sense. There are definitely differences between the idea generation 

observed in artistic creation and problem-solving. Some might argue that the idea of a shared cognitive 

basis between them is altogether mistaken. Indeed there are other viable stances. Specifically, one might 

argue that runaway sexual selection can explain the evolution of behaviours that serve no practical func-

tion beyond mate attraction. Maybe this is all there is to humanity's artistic endeavours, with no link to 

problem-solving whatsoever. However, we believe there is good reason to doubt this stance, or any that 

denies the existence of a link between creativity and problem-solving. One reason is the substantial 

amount of psychology literature reporting relations between creativity and intelligence (for some recent 

investigations, see e.g. Nusbaum and Silvia (2011), Jauk et al. (2013). Another is the difficulty of ex-

plaining why we value novelty and surprise in artistic creation. As far as we know, this appreciation for 

novelty is not usually observed in known examples of sexual selection. However if creative behaviour 

provides an indication of problem-solving ability, then the appreciation of novelty makes evolutionary 

sense, and we can expect sexual selection to work on it. There are various evolutionary scenarios that 
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 Note the somewhat subtle difference with evolutionary art. In evolutionary art (e.g. Sims’ 1991 system), 

the creation algorithm takes the form of an evolution process, but is never itself modified by any evolu-

tionary processes. On the other hand, human cognition, including its creativity, is a product of evolution. 
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could be explored here, some emphasizing sexual selection of cognitive creativity, others emphasizing the 

role of cognitive creativity in cultural evolution. We will not defend any one scenario in particular. The 

only point of crucial importance to our present discussion is that the idea-generation seen in artistic crea-

tion shares a cognitive basis with the idea-generation seen in problem-solving.
16

 

We have put forth a concrete form for the intuition that creativity is an aspect of intelligence: 

creativity employs idea-generation mechanisms that first evolved for the purpose of problem-solving. If 

this is anywhere near correct, then AI should have a lot more to tell us about creativity than it has been 

doing so far. The goal of creating problem-solvers is, and has always been, central to AI. However when 

AI turns its attention to creativity, it shuns problem-solving, and so its attempts at creativity degenerate 

into random generation (brute force creativity). We understand brute force creativity. If we want to un-

derstand cognitive creativity as well, then we should take serious the need for embedding in intelligence. 

It is no coincidence that creativity appeared in smart species; it is intelligence that provides the crucial 

ability of having ideas. 

 We should not be misunderstood as attempting to reduce artistic creation to problem-solving or crea-

tivity to intelligence. Indeed human creativity has taken on quite a life of its own, and creative endeavour 

has evolved into an enterprise quite distinct from problem-solving. The roles sexual selection and cultural 

evolution have played here are topics worth investigating. Indeed, if AI is to help us understand creativity, 

should we not be seeing attempts to capture these factors in simulation models? Is this within reach of 

present day AI? It is hard to say for sure, but we do observe that at least within the field of artificial life, 

both sexual selection (e.g. Collins and Jefferson 1992; Tawara and Arita 2003; Ventrella 2005) and cul-

tural evolution (e.g. Hutchins et al. 1992; Parisi 1997) are being studied using computational models, and 

even some models of the interplay between biological and cultural evolution have been developed (Belew 

1990; Laland 2000; Azumagakito et al. 2013). At the very least, it would be no stretch to attempt to apply 

such modelling techniques to the study of creativity. 

 

No meaning without experience 

Embedding in an environment of real-world problems is also important in that it provides non-arbitrary 

subject matter for creative expression. AARON may paint human figures and flowers, elements of the 

real world, but to AARON these items only exist as things to paint. AARON never paints human figures 

or flowers as a way to express its personal experiences with human figures or flowers. And there is no 

way it could, because it has no personal experiences with human figures or flowers. When a human artist 

picks out and combines the elements of a work, her actions are guided by her experiences and associa-

tions with those elements. Even in highly abstract art, when we use colours to evoke moods we are draw-
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 We will not further expand on the matter here, but even those that disagree with us on this point (i.e. 

hold that artistic creation is cognitively fully independent from problem-solving), should not content 

themselves with the bulk of present day evolutionary art, as it leaves factors like sexual selection and cul-

ture conspicuously unexplored. 
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ing upon associations formed outside the context of artistic creation. Similarly, our everyday experiences 

with gravity likely affect how we perceive the balance of an image’s composition. Any idea conceived via 

analogy or metaphor depends on experience. Our life experience outside the realm of creative activity 

provides an important element of non-randomness to our creative processes. If we create an AI to do ar-

tistic creation and only artistic creation, we lose this guidance from and grounding in personal experience. 

Would it be possible to provide an AI with such "personal experience", external to artistic crea-

tion? It most certainly is. In fact, the only AIs that fail to have such experiences are those AIs that are 

designed to do artistic creation. All other AIs engage in non-artistic behaviour, all the time. We would not 

expect an AI that usually spends its CPU cycles solving bin-packing problems or travelling salesman 

problems to create something artistically profound when given the opportunity, but there are really no 

obstacles to providing a creative AI with experiences to source subject matter from for its creative en-

deavours. Typical AI problems may not provide the most suited subject matter for creative expression, 

but consider for example the AIs operating in the setting of massively multiplayer online games (MMOs). 

There are countless AI agents in virtual online worlds, interacting with vast numbers of human players. 

Availability of rich experience is not the problem. Of course, it is not obvious how to make an AI trans-

late these experiences effectively in artistic creation, but this, too, is the sort of challenge one would hope 

for those working on creative AI to take on. 

To jog the intuition a bit, consider this (naïve) strategy: train a learning AI to solve problems of 

sufficient complexity to provide some cognitive sophistication (there are plenty of such systems already 

in existence), and present it with a non-problem. Its response will necessarily be a non-solution (as 

non-problems have no solutions), shaped strongly by the AI’s problem-solving experiences up to that 

point. Moreover, just as additional experience will modify the way a learning AI produces solutions to 

problems, additional experience will also modify the way the AI produces non-solutions to non-problems; 

experience co-determines the output. Hence it could produce novelty from novel life experience, without 

having to fall back on the use of a random generator. Of course nothing about this naïve approach would 

guarantee that the non-solutions given would strike a human observer as interesting or artistic, and 

chances are that the way experience is reflected in the creative output would be opaque to human observ-

ers. However, unlike the current flagship examples of AI creativity, this naïve approach would provide 

non-random generation of novel outputs, embedded in adaptive intelligence, sourcing expression from 

experience. A starting point, perhaps.
17

  

 

Conclusions 

At the core of many present day creative AIs, we find not an idea engine but a random generator. How 

should we read this? Is AI telling us that the core of creativity is plain old randomness? Or is this ran-
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 For sure, we do not claim that human artistic creation is nothing more than experience-laden genera-

tion of non-solutions to non-problems. Rather, the claim is that it is nothing less. 
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domness actually a stand-in for something more interesting? We believe the latter is the case. We have 

argued that there is a distinction between the brute force creativity of evolution and the creativity seen in 

cognition, and that in order to capture the latter in an AI system, it is essential that the system is embed-

ded in a context of life experience and cognitive challenge. There is nothing unrealistic about this re-

quirement; many present day AI systems not designed to capture creativity in fact fulfil it. Often it makes 

sense to isolate the phenomenon one wants to study, but creativity cannot blossom in a vacuum. The 

fields of artificial intelligence and artificial life have the means to study cognitive creativity: its evolution 

in the face of environmental challenge, its cultural exaptation for artistic use, and the mechanisms by 

which it translates experience into artistic expression. We are optimistic that these fields can help further 

our understanding of creativity. However, current work on creativity still remains behaviouristic. The 

status quo echoes AI's early attempts at capturing linguistic cognition. Like human creativity, human 

communication cannot easily be reproduced. When our aim is just to capture linguistic behaviour, we can 

design our algorithms to match just output, while ignoring the processes that produce that output in natu-

ral cognition. This may be a sensible approach if one wants to win a Turing challenge, but it comes at the 

cost of explanatory relevance. On the other hand, recreating the processes of linguistic cognition in full is 

presently outside our reach, so when our aim is to capture the processes, we cannot expect to reproduce 

human linguistic behaviour. However, even in scaled-down form, AI models allow us test our ideas about 

linguistic processing. So until we can replicate cognitive processes in full, we have to ask ourselves which 

goal we want to pursue with a given research project, and choose between behavioural realism and pro-

cedural realism accordingly. When working on creativity, we are faced with a similar choice: do we aim 

for artistic performance, or for explanatory relevance? Attempts at the former do not help us to an under-

standing of human creativity. Presently, the field makes little or no attempt at the latter. Maybe it is that 

upfront, the latter project seems unappealing; it certainly lacks the wow-factor of, say, a good piece of 

evolutionary art. However, if AI aims to help us actually explain intelligence, then it must address the 

topic of cognitive creativity, and not content itself with pretty pictures. 

 What can our work on correspondence and representation contribute here? We have characterized 

cognitive creativity by the ability to generate better-than-random candidate outputs, to operate not on trial 

and error but on insight. This is the very same feature by which we recognize representationality of cog-

nition in detour maze tasks and the like. We have theorized and demonstrated how such feats can be 

achieved in a problem-solving context. Transposing these ideas and techniques to a creative context in-

stead could bring us a step closer to the realization of artificial cognitive creativity. Furthermore, we have 

argued for the importance of "personal experience" as a source of content and meaning. In order for an AI 

to hold on to its experience in a way that lets it carry it over into a creative context for creative expression, 

representation seems inevitable. AI art so far has remained abstract or relied on explicitly imposed repre-

sentation. The mechanisms investigated in this thesis may possibly be used to let representation emerge 

spontaneously in a creative AI.



 

 

13. CONCLUDING REMARKS 

 

There is a meme in the AI community, that intelligence is a "receding horizon" of sorts. If a computer can 

do it, it's not intelligence. And computers can do more and more. In the fifties of the previous century, the 

ability to play chess was seen as a prime example of intelligence. Yet once computers became competent 

chess players, this perception changed. Similarly, it has been argued that a computer should be deemed 

intelligent if it can fool people into thinking it is human.
18

 In recent years, chat bots have become in-

creasingly competent at doing so, but now we don't think as much of it as we once thought we would. 

Undoubtedly, this receding horizon phenomenon is in part a product of psychological biases and lingering 

dualist intuitions. Most people hesitate to recognize any purely physical and perfectly tractable process as 

an authentically mental, and how could something mindless be intelligent? Computers may play our 

board games and solve our problems, and sometimes even better than we do, but when we do it we do it 

intangibly and esoterically. Inexplicability almost seems like an intrinsic aspect of our concept of thought. 

Such intuitions don't stand up to philosophical scrutiny very well, which makes it easy to blame people's 

hesitation to acknowledge machine intelligence on the fuzziness of people's concept of thought. But the 

AI community shouldn't let itself off the hook so easily. In many of its achievements, AI has been show-

ing us how many of the things that we humans do with our intelligence, can in fact be done without. Hu-

man chess play never stopped being a display of intelligence, but it's a valid question to ask whether AI 

chess play ever started being a display of intelligence. When we hesitate to consider Deep Blue intelligent 

in the way we consider Kasparov intelligent, it is because our intuitive notion of intelligence is not a be-

haviouristic notion. What happens under the hood matters. 

 In this thesis we have asked ourselves how evolution gets under the hood, and why it should make 

cognitions that represent. We have suggested a candidate answer, and provided proof of principle in the 

form of three computational models. This work by no means settles the matter. Other possible answers 

may exist. The suggested effect may be just one of a large number of contributing effects. The role of the 

suggested effect may be diminutive or negligible in natural cognitive evolution. Furthermore, we imagine 

that many a philosopher would have a field day with the question of how to get from x corresponding to y 

to x meaning y. For stronger notions of representation, correspondence alone may not suffice. Also, while 

the models provide proof of concept, they also provide proof of the fact that our techniques for evolving 

learning ability are crude and immature. Even very small scale tasks like the ones we used are a major 

challenge. Pushing these techniques to do second order learning is quite a stretch. As for the issue of AI 

creativity, we have merely raised our objections and pointed in what we believe to be the right direction. 
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 Or when it can match the performance of men at an “imitation game” where the goal is to convince a 

human interrogator that it is a (human) woman, as Alan Turing originally proposed (Turing, 1950). De-

spite the somewhat outlandish framing, this test is in many ways more sensible than what we call Turing 

tests nowadays (see Proudfoot 2011). 
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 Lastly, let us note that there is a core aspect of representational cognition that we have left com-

pletely untouched. Central to human problem-solving is the ability to figure out a suitable way of looking 

at a problem. That is, we seem to have a sort of meta-representational ability to figure out how to effec-

tively represent a given challenge. In comparison, the neural nets in our models have the ability to repre-

sent mazes and mental state bits, but their dispositions to represent the things they represent in the way 

they represent them are innate. In other words, the meta-representational task of figuring out how to rep-

resent a maze is solved not by the individual, but by the evolving population. This seems appropriate for 

most species, and applicable to humans, but in order to account for the meta-representational aspect of 

human cognition, one would have to move this adaptation process, too, from the evolving population to 

the individual, in one way or another. There might be a role for third order learning there. There might 

also be an important role for cultural evolution and social learning there, as our meta-representational 

toolkits seem to pass from generation to generation in ways that are not merely genetic. 
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